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Preface

Vision is our most important sensory system. It receives the largest amount of data
and at the same time the most complex signal composition. Our eye and brain can
put together images from photons arriving from different angles, with different den-
sities and different wavelengths. One third of the human brain is devoted to the
processing of the visual information.

The processing starts already in the retina. It is responsible for adaptation and
early image processing. Along the preprocessing phases, it reaches 1:100 data re-
duction. It is not surprising that the efficiency of the retina stimulated many research
engineers to build vision chips, which mimic this amazing performance. The com-
mon properties of these sensor-processor chips are that they can perform both data
capturing and processing.

The story of the focal-plane sensor-processor (FPSP) devices started about 20
years ago, when Carver Mead built his famous silicon retina [1], which was capa-
ble of performing local adaptation. This initialized a line of different FPSP chips
in the 1990s [2-6]. These chips were implemented using analog VLSI technology.
The main motivation for the analog implementation was twofold. On the one hand,
in the 1990s the silicon area of the basic computational elements needed for im-
age processing (adder, multiplier, storage elements with 6- to 8-bit accuracy) was 5
times smaller in the analog domain than in the digital. On the other hand, the combi-
nation of the wide spreading CMOS sensors technology and the analog processing
elements led to very efficient circuits, because no analog-to-digital conversion was
needed. These chips contained 400—4,000 processing elements and could perform
10,000 FPS image capturing and processing real-time providing 10-100 times more
computational power than a PC at that time. A summary of these chips and their
technology can be found in [7].

In the late 1990s to early 2000s, the digital technology could profit more from
Moore’s law than the analog ones; hence, the digital storage and computational
elements became small enough to build vision chips with digital processors [8, 9].
Reference [10] shows an analysis of the different digital processor arrangements of
these chips.

Nowadays, these chips are applied to embedded devices used in industries and in
some devices we use in our everyday life. The most straightforward example is the
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optical mouse, but these chips can also be found in 3D laser scanners, range sensors,
safety equipments, and in unmanned aerial vehicles (UAVs). Besides the industry,
an active scientific community focuses its effort to come out with new architectures
and solution.

This book introduces a selection of the state-of-the-art FPSP array chips, de-
sign concepts, and some application examples. After a brief technology introduction
(chapter Anatomy of the Focal-Plane Sensor-Processor Arrays), six different sensor-
processor chips are introduced with design details and operation examples. The
first three chips are general purpose while the last three ones are special purpose.
The first in the row is the SCAMP-3 chip. It is an extremely power-efficient FPSP
chip with tricky operator execution methods (chapter SCAMP-3: A Vision Chip
with SIMD Current-Mode Analogue Processor Array). The second chip (MIPA4k,
chapter MIPA4k: Mixed-Mode Cellular Processor Array) has both digital and ana-
log processors and supports some special operators, such as rank-order filtering
and anisotropic diffusion. The third general purpose chip (ASPA, chapter ASPA:
Asynchronous—Synchronous Focal-Plane Sensor-Processor Chip) has a very special
feature. It can implement extremely fast asynchronous binary wave propagation.

The next three FPSP array chips are special purpose chips optimized for efficient
execution of different tasks. The first special purpose chip (chapter Focal-Plane
Dynamic Texture Segmentation by Programmable Binning and Scale Extraction)
is designed for dynamic texture segmentation. It is followed by a high-dynamic
range high-temporal resolution chip, called ATIS (chapter A Biomimetic Frame-
Free Event-Driven Image Sensor). Its special feature is the event based readout.
The row is closed with a 1D sensor-processor (chapter A Focal Plane Processor
for Continuous-Time 1-D Optical Correlation Applications), which is designed for
continuous time optical correlation.

The next two chapters introduce future concepts. The first one describes a de-
sign, which steps through the conventional planar silicon technology, by using 3D
integration. Other interesting feature of the introduced VISCUBE design (chapter
VISCUBE: A Multi-Layer Vision Chip) is that it combines a fine-grain mixed-signal
pre-processor array layer with a coarse-grain digital foveal processor array layer.
Then in chapter by Jiang and Shi, the concept of a nonlinear resistive grid built from
memristors is shown. The resistive grid, which can be one of the future building
blocks of these FPSP chips, extracts the edges almost in the same way as the human
visual system does.

The last four chapters explain different applications of the technology. The tenth
chapter (Bionic Eyeglass: Personal Navigation System for Visually Impaired People)
introduces the concept of a mobile device, called “Bionic Eyeglass,” which provides
visual aid for blind persons to navigate and to identify colors in their everyday life.
The 11th chapter (Implementation and Validation of a Looming Object Detector
Model Derived from Mammalian Retinal Circuit) describes the implementation
of a vertebrate retina circuit, responsible for identifying looming objects, on an
FPSP chip-based embedded vision system [11]. After this, an industrial application
is shown in chapter by Nicolosi et al. The same embedded vision system, which was
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used in the previous chapter, is applied in ultra-high speed real-time visual control
of a welding robot. The last chapter of this book introduces a 3D finger tracking
application to control cursor in a mouseless computer.

Budapest, Hungary Akos Zarandy
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Anatomy of the Focal-Plane Sensor-Processor
Arrays

Akos Zarandy

Abstract This introductory chapter describes the zoo of the basic focal-plane
sensor-processor array architectures. The typical sensor-processor arrangements are
shown, the typical operators are listed in separate groups, and the processor struc-
tures are analyzed. The chapter gives a compass to the reader to navigate among the
different chip implementations, designs, and applications when reading the book.

1 Introduction

The spectrum of the focal-plane sensor-processor (FPSP) circuits is very wide.
Some of them are special purpose devices, which are designed to optimally ful-
fill one particular task. A good industrial example for special purpose FPSP circuit
is Canesta’s depth sensor [1], which measures the depth information in every pixel
based on the phase shift of a periodic illumination caused by the time-of-flight of
the light. In our book, chapters by Ferndndez-Berni, Carmona-Galadn, Posch, and
Lifidn-Cembrano et al. describe special purpose designs. The special purpose de-
vices cannot be programmed, only their main parameters can be modified.

There are naturally general purpose FPSP devices also, which can be used in
many different applications. A recently completed industrial general purpose FPSP
chip is the Q-Eye, powering AnaFocus’ Eye-RIS system [2]. These devices are fully
programmable. This book introduces general purpose devices in chapters by Dudek,
Laiho et al., Lopich, and Zardndy et al. (SCAMP-3, MIPA4k, ASPA, VISCUBE
chips).

Other distinguishing feature is the domain of the processors. Some of the devices
apply mixed-signal (partially analog) processors, while others use digital ones. The
mixed-signal processors are smaller, consume less power, and do not require on-chip
analog to digital converters. As a contrast, the digital processors are typically larger
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and more powerful, more accurate, and more versatile. In our book, mixed-signal
arrays are shown in chaptersby Dudek, Fernidndez-Berni, Carmona-Galan, and
Posch (SCAMP-3, ATIS chips), while combined mixed-signal and digital proces-
sor arrays are shown in chapters by Laiho, Lopich, Dudek, Lifidn-Cembrano et al.,
and Zarandy et al. (MIPA4k, ASPA, VISCUBE chips).

The type of the processed image is also an important issue. Some of the FPSP
circuits are optimized for handling binary images only [3, 4]. Other devices can
handle both grayscale and binary images. In our book, the general purpose
SCAMP-3, MIPA4k, ASPA, and VISCUBE designs (chaptersby Dudek, Laiho
et al., Lopich, Dudek, and Zarandy et al.) represent this approach.

We have to distinguish the processing type also according to the neighborhood
involved. The simplest operation is the pixel-wise processing, while the most com-
plex is the global processing, where all the pixels in the frame are needed for the
calculation as inputs.

This chapter is devoted to discuss the different architectural variances of the
FPSP circuits. In the next session, various sensor processor arrangements are listed.
This is followed by the description of the typical image processor operator types.
Then, the processor architectures are shown. A more specific analysis of the opera-
tors and their implementations on these architectures can be found in [5].

2 Sensor-Processor Arrangements

There are two major components in all FPSP devices: the photo-sensor array and the
processor(s). The number, the arrangement, the density, and the interconnection of
these two components define the structure of the circuits. The aggregated computa-
tional capability of the processors and the processing needs on the data flow coming
from the sensors are always balanced. In some cases, the number of the processors
and the sensors are the same [2—4, 6, 7], in other cases; the number of the sensors is
higher than the processors [8]. The sensors are typically arranged in 1D or 2D grids.
These cases are discussed in the following subsections.

2.1 One-Dimensional Sensor Arrangement

One-dimensional sensor (line sensor) is used when the objects or material to be
captured are moving with a constant linear speed below the camera. Typical situa-
tions are the conveyor belt, or a scanning machine. The 1D arrangement is cheaper,
because it uses smaller silicon surface. Moreover, higher spatial resolution can
be reached (few thousand pixel wide image), and there is no boundary problem,
which would come from merging individual snapshots. The chapter (A Focal Plane
Processor for Continuous-Time 1-D Optical Correlation Applications) introduces
a linear FPSP chip in this book.
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Fig. 1 Typical 1D sensor processor arrangements with mixed-signal (leff) or digital processors
(right)

The one-dimensional sensor-processor arrays contain one or a few rows of
sensors. In case of mixed-signal processors, the analog outputs of the sensors are
directly processed. If digital processors are applied, analog-to-digital (AD) convert-
ers are needed between the sensors and the processor.

Figure 1 shows the typical 1D sensor processor arrangements. The sensor array
contains one or a few long lines. The length of the lines can be from a few hundred
to a few thousand pixels. Multiple lines are applied, if redundant or multi-spectral
(e.g., color) information is needed.

In case of mixed-signal processor array, the number of the processors is typically
the same as the number of the pixels in the sensor line(s), because the computational
power and the versatility of these processors are limited.

In the digital version, the processors are more powerful and versatile. In this
case, one or a few processor can serve the entire row. The number of AD converters
typically matches with the number of digital processors.

2.2 Two-Dimensional Sensor Arrangement

The versatility of the 2D arrays is larger than the 1D ones. It is worth to distinguish
two basic types of arrangement from this family:

1. The sensor array and the processor array are separated. In this case, typically the
size or the dimension of the sensor and the processor arrays are different.

2. The sensor array and the processor array are embedded into each other. This
enables close sensor-processor cooperation, since the sensors and the processors
are physically very close or directly next to each other.

These cases are detailed in the next two subsections.

2.2.1 Separated Sensor and Processor Arrays

One of the most critical parameters of the imagers is the spatial resolution. To be
able to rich high spatial resolution, one needs to use small pixel pitch. The pitch of
a sensor can be as small as a few microns, while a combined sensor-processor cell
starts from 25um pitch on inexpensive planar technologies. Therefore, to be able
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Fig. 2 2D sensor processor arrangements with separated sensor processor units. (a): one digital
processor handles the entire image. Sensor arrays with mixed-signal (b) or digital (¢) linear pro-
cessor arrays. (d): foveal arrangement

apply high resolution (e.g., megapixel), one needs to separate the sensor array from
the processors. The price, which is paid, is typically lower performance processing
(speed or complexity), and/or reduced versatility.

We can see three different arrangements of the separated sensor-processor cir-
cuits in Fig. 2. In the first one, one digital processor serves the entire sensor array.
The second variance applies linear column-wise processor arrays with mixed-signal
or analog processor. The third one is the foveal arrangement. While in the previ-
ous two cases, the entire image is processed, in the foveal approach one or a few
selected areas are involved into the calculations. This is an efficient approach if only
some parts of the image carry relevant information to process. The description of
the processor architectures and implementable operators are discussed in the next
sections.

2.2.2 Embedded Sensor and Processor Arrays

Embedded sensor processor arrays are used when high speed is the critical param-
eter and not the high resolution. In this case above 10,000 visual decisions can be
reached [9] in a second real-time even in complex situations on small or medium-
sized images (<KQVGA). We can distinguish two basic embedded processor types
according to the processor density.

In the first case, there is a one-to-one correspondence between the sensors and
the processors (Fig. 3). In this situation, a fine-grain processor array is used. These
circuits typically apply either mixed-mode (SCAMP-3, chapter SCAMP-3: A Vision
Chip with SIMD Current-Mode Analogue Processor Array), ACE16k [7], Q-Eye
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Fig. 3 Embedded sensor-processor with fine-grain processor architecture

[2]) and/or 1bit digital processors operating in bit-sliced mode (ASPA, chapter
ASPA: Asynchronous—Synchronous Focal-Plane Sensor-Processor Chip; MIPA4k:
chapter MIPA4K: Mixed-Mode Cellular Processor Array). The advantage of this
structure is that it supports various efficient spatial-temporal operations such as
diffusion, global OR, mean, address-event readout, etc. The description of these op-
erations will be given in Sect. 4.3.2. Other advantage is that locally adaptive sensor
control can be easily implemented such as locally changing exposure time according
to illumination level or motion speeds [10, 11].

In the second case, a coarse-grain processor array is embedded to the sensor array
[8]. This means that a k x k sub-array of pixels is assigned to one processor (Fig. 4).
Naturally, more powerful, 8- or 16-bit digital processors are needed to process all
the pixels. These processors can be more versatile than the mixed-signal or the bit
sliced ones, and their communication radius is much larger, because they can reach
the kth pixel in a single step. Besides the k x k array of pixels and the processor, each
cell includes a memory and an AD converter. The size of the memory is typically
enough for storing 6 or 8 pieces of the k x k image part. To squeeze the ADC to the
limited area, one may use successive approximation type ADC or pixel-wise single
slope one.

In both cases, the locality (mainly local data communication) plays important
role. Thanks to this, these architectures are scalable, consume very low power, and
suitable for further implementations with nanotechnology also, where the long com-
munication lines are the main barriers.

Important issue of this technology is the sensor-processor tradeoff. On the one
hand, both the sensor and the processors need relatively large area to be sensitive
and to provide satisfactory computational power. On the other hand, the overall
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Fig. 4 Embedded sensor-processor with coarse-grain processor architecture

area should be small; otherwise, the resolution will be too low. Moreover, the same
silicon technology is not necessarily optimal for both the sensor and the processor
circuits. The 3D integration can break through this bottleneck of the planar silicon
technology. It introduces almost 100% fill factor, different sensor and processor
materials, and extends the sensitivity gamut of the sensor. The chapter (VISCUBE:
A Multi-Layer Vision Chip) of this book introduces a 3D sensor-processor design.
Unfortunately, the 3D technology is not yet an established technology, hence it is
still unreliable and expensive (year 2010). However it will change in a few years,
and the 3D approach is expected to dominate the FPSP technology. A cheaper
solution for increasing the fill factor nowadays without increasing the sensor area is
the microlens technology [12].

3 Operator Types

A wide range of different operator primitives are applied in image processing and
one can find many ways to classify them. Here, we apply two classification criteria
(Fig.5). The primary classification is done according to the output dimension (0D:
scalar(s), 1D: row/column, 2D: or image). The third category (image — image) is
further divided into three subcategories according to their relative input location and
size, because for the locally interconnected processor arrays, the communication
topology is one of the key properties. This section discusses these categories and
lists the typical operators in the classes. The efficient implementation methods on
different processor architectures will be described in the next section.

3.1 Image — Scalar(s) Operators

The image — scalar(s) operators are typically used for feature extraction or local-
ization. These operators can be implemented in a way that a processor scans the
entire image, reading each of the pixel ones [5]. During this scan, some statistics
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Fig. 5 Operator classification

(min, max, mean, global OR, number of black pixels on a binary image, histogram,
etc.) can be calculated. Similarly, the coordinates of extremum points or the white
pixels on a binary image can be also calculated.

3.2 Image — Row/Column Operators

The image — row/column operators apply 1D single scans row-wise or column-
wise processing. In this case, the image lines or the columns are decoupled from
each other, which means that the input domain of the operator is one line or one
column. Typical examples here are the profile and the shadow operators.

3.3 Image — Image Operators

The image — image operators are further divided into three subcategories. Some of
these operators are defined for one input image (e.g., Sobel operation), others apply
multiple input images (e.g., pixel-wise logic AND). In both cases, we examine here
the input locality independently from the number of the input images.

3.3.1 Pixel-Wise

The pixel-wise operators include those operators, which require only the pixel itself
as an input, and no information from the neighborhood is needed. These operators
can be described in the following form:

yij = f(uij), (1)
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where

u;; is the input pixel;
vij is the result pixel;
f() is a one input scalar output function (assuming one input image).

Typical operators here are the gain, offset, and contrast manipulation (histogram
transformation), and the thresholding.

3.3.2 Neighborhood Processing

The special feature of this class of operators is that the input is coming from a rela-
tively small neighborhood of the pixel. Figure 6 shows an example, where 13 input
parameters are used to calculate the operator in the ij position. The neighborhood
radius indicates the distance between the central pixel position and the farthest pixel
in the input domain.

yij = 8(Uy), 2)
where

Ui is the input domain;
vij is the result pixel;
g() is a multiple input scalar output function (assuming one input image).

In many cases, these operators are applied multiple times. These are called itera-
tive calculations.

These operators are also called topographic operators, because they apply local
operations on topographically mapped data sets.

3.3.3 Global Processing

The input domain of the global image — image operators are the entire image.
Typical operators here are the Fast Fourier transformation (FFT), the wavelet trans-
formation, or a Hough transform.
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4 Processor Arrangements

Here, we list the processor structures used on FPSP chips and examine their operator
execution capabilities with different memory sizes. Here, we consider the execution
of one single operator primitive only. The efficiency figures of these architectures
are calculated in [5].

4.1 Single Processor Architectures

This processor arrangement is constructed of a processor and some memory (Fig. 7).
It can be applied next to either a 1D or a 2D sensor array. The data-stream is com-
ing from the sensor array sequentially. This means that the pixels are coming from
left to right in a row, and the rows from the top to the bottom. The capability of
the processor is defined by its memory size and its internal architecture. Here, we
distinguish three different memory sizes, which are enough to store:

1. A few pixels.
2. A few lines.
3. A few frames.

These are discussed in the next subsections.

4.1.1 Single Processor with Small Memory

The simplest possible processor arrangement of an FPSP is the single processor unit
with a small memory, which is enough to store a few pixels and some other data.
They can execute image — scalar(s) operators and pixel-wise operators. Moreover,
they can execute those image — row operators, which are row-wise and have left to
right propagation direction, same as the pixel flow. For example, a vertical profile
or a left to right shadow can be implemented, while neither vertical, nor right to left
shadows can be.

In simpler case (e.g., gain or contrast modification, extremum finding), both
mixed-signal or digital units can be used. More complex operators (e.g., histogram)

—> —>
) - processor - ]
pixel-wise pixel-wise
image data : image data
flow in flow out
. . memor
Fig. 7 Single processor Y
arrangement
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require digital processor units. These processors are typically special purpose ones,
where only the parameters and/or some arguments of the processing can be set.

4.1.2 Single Processor with Medium-Sized Memory

The memory size here is large enough to store a few lines from the image. This effi-
ciently supports the execution of image — scalar, pixel-wise, and the neighborhood
operators. Moreover, the image — row/column operators can be executed, where
the propagation type is left to right or top to bottom. (The column wise operators
can be executed also because entire row fits to the memory.) These operators are the
vertical or horizontal profile and the left to right or top to bottom shadows.

Here, typical digital processor architecture is applied, because it requires com-
plex memory management. The processor is still special purpose, with settable
parameters/attributes. Since the processor receives sequential pixel stream, it can-
not deal more with a pixel than the pixel clock period. This processor architecture
can be efficiently used in video processing [13, 14], because most of the important
operators can be implemented on them, but their memory is still small.

4.1.3 Single Processor with Large Memory

The simplest general purpose vision chip concept is to integrate a processor with
large enough memory to store a few frames next to a sensor array. This type
of processor can implement all kinds of operators, since it can access the entire
image. In this case, typically fully programmable processors are applied, hence the
vision chip.

The drawback of this kind of architecture is that a single processor can provide
relatively small processing power, hence only simple or low frame rate applications
are possible. Moreover, the sensor cannot be high (VGA or megapixel), because that
would expand the required memory over a limit, which cannot fit to standard CMOS
chip.

4.2 1D Processor Arrays

The 1D processor arrangement (Fig. 8) is constructed of a linear processor array
with local communication between the processors. The processors operate either in
single instruction multiple data (SIMD) mode, or they are nonprogrammable spe-
cial purpose ones. Each processor unit has a local memory. The executable operator
types are defined from the aggregated memory size of the array rather than the in-
dividual memory size of the processors. The 1D processor array can be integrated
with either a line sensor or a sensor array. The number of the processors can be
either as many as the number of the pixels in an image line (fine-grain) or smaller
(coarse-grain).
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4.2.1 1D Processor Arrays with Line Processing Capabilities

A 1D processor array with line processing capabilities has enough aggregated
memory to store a few lines. This efficiently supports the execution of pixel-wise
and the neighborhood operators. Moreover, those image — row/column operators
can be executed, where the propagation type is left to right or top to bottom. The
image — scalar operators can be executed on this architecture also; however, the ex-
ecution is more difficult, because each processor generates a subresult, which should
be combined. For example, in case of seeking for the maximum pixel value, each
processor finds the maximum in its column(s), and after that, the absolute maximum
value should be selected in a second step.

4.2.2 1D Processor Arrays with Frame Processing Capabilities

The aggregated memory in this second type of 1D processor array is large enough
to store entire frames. With this memory size, its capabilities become similar to a
2D coarse-grain processor architecture. It can execute practically the same operator
set as the 1D with line processing capabilities, except it can calculate image —
row/column operators in arbitrary direction.

4.3 2D Processor Arrays

Two-dimensional processor arrays are applied either as a foveal array of a high res-
olution sensor, or as an embedded processor array next to a sensor array (Sect.2).
Since they can handle entire frames (or windows), we cannot distinguish them ac-
cording to their aggregated memory sizes. Rather, we can separate them according
to their processor density.
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These processor arrays provide ultra-high processing capabilities. FPSP chips,
equipped with this kind of engine, can easily reach above 10,000 FPS image cap-
turing and evaluation (visual decision making) real time [9]. These processor arrays
are SIMD architectures (Fig. 9).

Fig. 9 2D processor arrangement

4.3.1 Coarse-Grain 2D Processor Arrays

The coarse-grain 2D arrays can efficiently execute the image — row/column op-
erators in all directions, the pixel-wise and the neighborhood operators. They can
execute the image — scalar(s) operators also; however, the results need some post-
processing as it was discussed in Sect.4.2.1. These are typically digital processor
arrays.
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4.3.2 Fine-Grain 2D Processor Arrays

Similar to coarse-grain arrays, the fine-grain 2D arrays can efficiently execute the
image — row/column, the pixel-wise and the neighborhood operators. They are not
good at the image — scalar(s) operations in the conventional way; however, they can
be very efficient when they use nonconventional approaches. They apply typically
mixed-signal or bit-sliced digital processors.

The strength of the fine-grain processors is coming from the application of the
nonconventional processing approach, because their mixed-signal and distributed
asynchronous logic processor units can execute some image — scalar(s) and repet-
itive neighborhood operators with ultra-high speed. In these cases, the “let the
physics do the computations” approach is used. The most important of these op-
erators are:

Global logic (AND/OR);

Mean;

Isotropic or anisotropic diffusion;

Active pixel coordinate position readout;

Object size estimation;

Extremum (value and location);

Repetitive binary morphologic operations (hole filling, recall, skeleton, centroid
[15], etc).

The global logic is implemented in a way that a metal wire grid is set to weak Vcc
voltage level through a resistor. In each node (processor cell), a transistor connects
it to ground. The gate of the transistor is connected to the logic pixel value. Where
it is high, the transistor opens. One open transistor is enough to pull the array down
to zero. In this way, global OR is calculated.

By removing the pull-up transistor, and connecting a capacitor with the actual
pixel value in each node, the same metal grid calculates the mean operator. After the
transient decays (charge distribution is completed), the average of the pixel values
will appear on each node.

Isotropic diffusion operator can be implemented on a resistive grid, by connect-
ing a capacitance to it with the pixel value in each node. The strength of the diffusion
(deviation) can be controlled by the transient time or by the resistance value.
By controlling the resistance value locally, one can implement anisotropic diffusion.
In case of nonlinear resistance, nonlinear diffusion can be implemented [16].

Coordinates of active pixels can be read out by scanning the pixels line-wise
in an asynchronous way [2, 7]. From the introduced chips, ASPA (chapter ASPA:
Asynchronous—Synchronous Focal-Plane Sensor-Processor Chip) is equipped with
this capability.

Chips apply the operators above are described in chaptersby Dudek and Laiho
et al. (SCAMP-3, MIPA4k), and in [2, 6, 7] in the literature. The execution time of
these operators is in the range of a few microseconds. This is 10-1000 times more
power efficient than traditional digital solutions.

Extremum value and location can be identified by applying a comparator in each
node. One input of the comparator receives a ramp and the other is connected to the
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local pixel value. The output of the comparator is connected to a global OR network.
The global logic network indicates when the ramp reaches first the maximum/
minimum value in one of the node. Similar circuit for local maximum position iden-
tification is described in chpater by Zardndy et al. (VISCUBE chip).

Simple repetitive morphological operators (hole-filling, recall, etc) can be im-
plemented either on the CNN [17] type chips [3, 4, 6,7] in the analog domain, or
by using asynchronous logic networks (chapter ASPA: Asynchronous—Synchronous
Focal-Plane Sensor-Processor Chip, ASPA). While the execution speed of the for-
mal one is one order of magnitude on the mentioned chips compared to a modern
DSP, it is more than three orders of magnitude in the latter one [5]. This means that
a grass fire type binary morphological operation can be calculated on a 128 x 128-
sized lattice in 20 ns.

Complex morphological operators (skeleton, centroid [15]) can also be im-
plemented on asynchronous logic networks with extremely power efficiency and
ultra-high speed; however, they require larger silicon space [18].

4.4 Architecture Selection

After analyzing the different architectures, a natural question arises: which one to
use in certain application environment. The rule of thumb is that we need to apply:

e Embedded processor array, if high frame rate and low resolution are needed;

e Foveal processor array, if high frame rate and high resolution are needed;

e A sequence of single processors with medium size memories [5,13, 14] in a pipe-
line arrangement, if high resolution and video speed are needed.

5 Conclusion

The anatomy of the different FPSP architectures is summarized in this chapter. This
provides a help to easily navigate through the different architecture described in this
book. More detailed architecture, operator, and processor structure analysis of the
topographic devices can be found in [5].
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SCAMP-3: A Vision Chip with SIMD
Current-Mode Analogue Processor Array

Piotr Dudek

Abstract In this chapter, the architecture, design and implementation of a vision
chip with general-purpose programmable pixel-parallel cellular processor array, op-
erating in single instruction multiple data (SIMD) mode is presented. The SIMD
concurrent processor architecture is ideally suited to implementing low-level im-
age processing algorithms. The datapath components (registers, I/O, arithmetic
unit) of the processing elements of the array are built using switched-current
circuits. The combination of a straightforward SIMD programming model, with
digital microprocessor-like control and analogue datapath, produces an easy-to-
use, flexible system, with high-degree of programmability, and efficient, low-power,
small-footprint, circuit implementation. The SCAMP-3 chip integrates 128 x 128
pixel-processors and a flexible read-out circuitry, while the control system is fully
digital, and currently implemented off-chip. The device implements low-level im-
age processing algorithms on the focal plane, with a peak performance of more than
20 GOPS, and power consumption below 240 mW.

1 Introduction

The basic concept of a ‘vision chip’ or a ‘vision sensor’ device is illustrated in Fig. 1.
Unlike a conventional computer vision system, which separates image acquisition
and image processing, the vision chip performs processing adjacent to the sensors,
on the same silicon die, producing as outputs pre-processed images, or even higher-
level information, such as lists of features, indicators of presence and locations of
specific objects or other information extracted from the visual scene. The advantages
of this approach include the increase of sensor/processor data bandwidth, and asso-
ciated reduction in power consumption and increase in the processing throughput.
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vision chip

processed images
features, locations ...

Fig. 1 The concept of a ‘vision chip’. Unlike a conventional image sensor, it outputs information
extracted from the images

The idea of processing images on the focal plane, and its associated benefits,
resulted over the years in many vision chip implementations [1]. From the
functionality point of view, two approaches are taken: one is to produce an
application-specific (or task-specific) device, performing a particular image process-
ing operation, and the other is to construct a device based on some programmable
computing hardware that can be customised to the application by software. While
the application-specific devices may be highly optimised at the circuit level for
performing a particular task (e.g. optical flow measurements [2], a 3 x 3 convolu-
tion kernel [3]) in practice, their application domain is restricted by their limited
functionality. While an application-specific processing circuit may demonstrate
performance or power advantages in a particular task, it is rare that only a single
image processing operation (e.g. a simple filter) is required in an application. More
often, a vision application requires a number of low-level image pre-processing
operations, and some higher-level object-based operations, to be performed on each
frame of the video stream. Hence, the advantages offered by a custom task-specific
device over a more general digital processing hardware (which will usually be
included in a complete vision system anyway) are rarely sufficient to merit the
use of task-specific vision chips in practical applications. Such devices, despite
the demonstrated high performance or efficiency figures, have thus so far largely
remained confined to academic exercises and not adopted as real-world engineering
solutions.

On the other hand, vision sensors combining on the focal plane, the image sen-
sor array and general-purpose digital processors have been a subject of a number of
commercial developments, and found their way into numerous applications [4, 5].
Such devices offer some of the benefits of focal-plane processing (low-power due to
near-sensor processing, reduction in I/O bandwidth between the sensor/processor
device and the rest of the system), but also flexibility and programmability of
a digital microprocessor, and ability to perform a large number of different im-
age processing operations on-chip. However, the current commercial digital vision
processors do not make use of the fully pixel-parallel, one processor per pixel ar-
chitecture, shown in Fig. 2, that conceptually offers the most optimal structure for
performing pixel-parallel low-level image processing operations. Instead, they typ-
ically integrate a number of processors in a 1D array, one processor per column
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of pixels [5, 6]. The reason for this is the difficulty in integrating a complete
programmable processor within a small pixel area in a focal-plane array. There have
been a few research projects where digital in-pixel processing, having a separate
processing element (PE) for each pixel in the array, has been used; from the early
devices incorporating rather limited functionality, with a few memory bits per pixel
and simple logic operations [7-10], to more recent devices [11], including our de-
velopments of asynchronous/synchronous vision chips [12, 13]. The technological
progress of CMOS scaling and the availability of vertically stacked 3D integrated
devices promise further developments in this area [14]. Nevertheless, the ability to
implement reasonably complex processing cores in a small circuit area of a pixel
still remains the main challenge. Another challenge is the low-power consumption
requirement for a PE that is to be integrated in a massively parallel array of thou-
sands (or millions) of pixel-processors in a single chip. A number of pioneering
developments [15—-17], including devices described in other chapters of this book,
have investigated the issue of integrating analogue processing cores, which would
offer better power/performance and area/performance ratios than digital designs,
while still offering a degree of programmability usually associated with the digital
processing approach.

1.1 SIMD Cellular Processor Arrays

The idea of a Cellular Processor Array — a system integrating a large number of
simple PEs, organised in a regular network (typically, especially in the systems
considered for image processing, placed on a 2D grid), with nearest-neighbour
communication — has been considered from the early days of computing. It can
be traced back to von Neumann’s work on Cellular Automata [18] and later work
on massively parallel arrays of processors by Unger [19] and Barnes [20]. With the
introduction of custom-integrated circuits, massive parallelism has become feasi-
ble, and the research resulted in the development of machines such as CLIP 4 [21],
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DAP [22], MPP [23] and CM-1 [24], which used very simple processors working
concurrently performing identical instructions on local data. This mode of operation,
known as single instruction multiple data (SIMD), where multiple parallel process-
ing units execute identical program operations on their individual data streams, has
been popular in early parallel processor designs. It was used in ‘vector’ process-
ing units of supercomputers, and has recently evolved as a ‘streaming’ processing
mode used in commodity processors (e.g. in Intel’s Streaming SIMD Extensions,
IBM/Toshiba/Sony Cell Broadband Engine processor or NVIDIA GPUs). In con-
trast to ‘fine grain’ parallelism of SIMD, the ‘coarse grain’ parallel processing
architectures generally adopt a more flexible multiple instruction multiple data
(MIMD) style, in which a parallel system consists of multiple independent pro-
cessing cores, executing independent programs, communicating through a shared
memory or a message-passing interface.

Nevertheless, in specific application domains, where a large number of data items
undergo identical operations, the SIMD mode provides the most optimal solution,
using a multitude of datapath units (PEs), while sharing a single controller that is-
sues instructions to these PEs. Low-level image processing is an example of such
application, with inherent massive data parallelism. A typical operation, such as a
3 x 3 sharpening filter, edge detector, median filter, etc. involve executing identical
instructions on every pixel in the image, and producing an output that depends on
the value of the pixel, and pixels in its immediate neighbourhood. Such algorithms
are easily and naturally mapped onto 2D processor arrays, providing the greatest
possible speedup and the simplest control sequence if each processor is associated
with one image pixel. The spatial organization of processors can be used to great
advantage, minimizing the number of operations required to perform the task. The
vision chip design described in this chapter builds upon the ideas of SIMD image
processing, providing effective circuit and system level solutions for the design of
fine-grain SIMD cellular processor arrays.

1.2 Chapter Overview

The remainder of this book chapter overviews the architecture and design of the
SIMD current-mode analogue matrix processor (SCAMP) device that has been de-
signed to ‘emulate’ the performance of a digital processor array, providing the same
degree of flexibility and programming philosophy, while using compact and power-
efficient analogue datapath elements. First, the architecture of pixel-parallel cellular
processor array is overviewed, explaining how low-level image processing algo-
rithms are mapped onto cellular SIMD arrays. Then the concept of a processor
with analogue data path is introduced, its switched-current circuit implementation is
explained and its instruction-level operation is described. Finally, the design and im-
plementation details of the SCAMP-3 chip are presented, and application examples
are shown.
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2 SCAMP-3 Architecture

To understand the SCAMP-3 system, basic concepts of pixel-parallel SIMD ap-
proach to image processing have to be appreciated. They are introduced in the
next section, followed by the description of the PE architecture implemented on
SCAMP-3 and details of the I/O and control system architecture.

2.1 Pixel-Parallel SIMD Array

The three basic concepts described here are common to all SIMD cellular processor
arrays, but will be described introducing the mechanisms and nomenclature used in
the SCAMP-3 processor. First is the basic idea of pixel-parallel operation. Second
is the idea of a nearest-neighbour communication (a ‘NEWS’ register). Third is the
idea of conditional operation based on a local activity flag (a ‘FLAG’ register).

2.1.1 Array-Wide Operations

The basic concept of a pixel-parallel SIMD cellular processor array is that op-
erations are performed on all array elements (e.g. image pixels) at once. The
architecture of the 2D PE array is shown in Fig. 3. Each PE may contain a num-
ber of local registers to store data (let us assume these registers can store a real
number, such as a grey-level pixel intensity). If we label registers of a PE at location
(x,y) as Ayy, By, Cyy, etc., then we can imagine register arrays A, B, C, etc. being
formed from corresponding registers taken from all PEs, as shown in Fig. 4.

Each PE is responsible for processing individual array elements, using the arith-
metic logic unit (ALU) that represents the PEs capability to perform operations on
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Fig. 3 Architecture of a pixel-parallel SIMD array. (a) 2D arrangement of processing elements
(PEs), with nearest-neighbour connectivity; (b) a single PE
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Fig. 4 Array processor view of the SIMD architecture
Fig. 5 Array-wide arithmetic 5/ofofo0 ols]|3]|0 5(3[3]0
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data stored in registers, according to the specific instruction set. As all PEs execute
the same program, that is there is one controller in the system, issuing the same
‘Instruction Code Words’ to all PEs, effectively we obtain array-wide operations.
For example, if we load array A with one image, and array B with another image, a
single instruction ‘C = A + B’ will add the two images and put the result in register
array C (see Fig. 5). In the following, we will simply refer to the register arrays A,
B, C, etc. as registers.

The element-wise array operations are a straightforward concept that will be fa-
miliar to anyone, who has used vector/matrix-based programming languages, such
as Matlab. It is important to realize though that instead of internally looping through
all array elements (as would be the case on a sequential computer), the underlying
pixel-parallel SIMD hardware architecture inherently supports such array opera-
tions. The individual PE at location (x,y) performs a scalar operation Cy, = Ay, + By,y.
This is done concurrently in all PEs, resulting in an array-wide addition operation
C=A+B.

2.1.2 Nearest-Neighbour Communication

PEs in a cellular processor array can communicate with nearest neighbours
on the grid. In the SCAMP-3 system, a 4-neighbour connectivity is used, and
the communication is carried out through a special neighbour communication
register N. The contents of this register can be loaded from any other register, for



SCAMP-3: A Vision Chip with SIMD Current-Mode Analogue Processor Array 23

Fig. 6 Neighbour 5[3[3]0 5[3]3]0 5[3[3]0
communication operation 5/3[3]0 5(3|3]0 5(3[3]0
5/3]3/0| " [5[3[3]0]l " [B 5

Sieiels] [speisis[  [olo[o]o

B NEWS A=SOUTH

example in each PE N, = A,,, but can be accessed by the neighbouring PEs when
loading to another register, for example A,y = Ny1,. This operation, when per-
formed in all pixels at once, corresponds to shifting the entire array of data by one
column (or one row), that is a one-pixel translation of the image.

By convention, the communication register N is called a ‘NEWS register’, and
when referring to the array operations geographic direction names are used to denote
the contents of this register shifted by one pixel, for example assigning Ay, = Nyy1,y
in each array element is denoted as A = EAST; assigning Ay, = N, ,_1 corresponds
to A = NORTH, and so on.

As an illustration, assume an image is loaded in register B, and consider the
following sequence of operations:

NEWS =B
A =SOUTH

The result of this sequence is illustrated in Fig. 6. In the first instruction, the NEWS
register is loaded with corresponding pixels from image B. In the second instruction,
register A is loaded with the data from the NEWS register so that each element takes
a value of its SOUTH neighbour. As a result, the overall image in A appears shifted
by one pixel up. (An obvious issue is that of a boundary condition; in the simplest
case, the cells that do not have a neighbour are simply loaded with zeros, other
solutions may include cyclic or zero flux boundary conditions).

As an example, consider a simple vertical edge detection that can be performed
by subtracting the image from its horizontally shifted version. This can be achieved
by the following program:

NEWS =B
A =B-EAST

The operation of this program (assuming zero is shifted from the boundary) is
illustrated in Fig. 7.

Using the neighbour data transfer concept, filters based on convolution kernels
can be easily implemented. It should be noted that many convolution kernels can
be implemented in a compact way on the pixel-parallel processor arrays, in a few
instructions, exploiting the kernel symmetry and decomposition possibilities. For
example, consider convolution A = K*P of the image P with a horizontal Sobel
edge detection kernel k:

-1 -2 -1
kitPeyj—2yik—2; k= 0 0 0 (1)
1 1 2 1

Mw

Ay = Z

j=1k
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Fig. 7 Vertical edge detection example

To implement this filter, the following operations can be executed in a pixel-
parallel way:

NEWS =P
A =2*P 4 EAST 4+ WEST
NEWS =A

A =SOUTH — NORTH

Register A is first used as a temporary array, and ultimately it stores the result
of the convolution operation. The first two instructions implement the convolution
of the image with a kernel [1 2 1], the following two instructions take the result
and apply the kernel [—1 0 1]T, producing the final result. (Note that the actual
machine-level instruction implementation of the above procedure on the SCAMP-
3 system has to take into account specific instruction set restrictions, such as the
fact that only one neighbour access is allowed in one instruction, every elementary
instruction leads to value negation and carries an offset error that has to be cancelled
out, no multiplication is available, etc. The procedure shown above has to be thus
compiled into assembly code of about 30 machine-level instructions.)

2.1.3 Local Activity Flag

The third important concept of SIMD cellular processing is that of local activity
flag. While all PEs in the array receive the same instruction stream, it is often re-
quired to provide some degree of local autonomy, so that different operations can be
performed on different elements of the array, in data-dependent fashion.

For example, consider the thresholding operation. The output of this operation
can be described as:

1if Py >T
Axy: . = (2)
0if P, <T
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that is, the output register A should be loaded with ‘1’ in these PEs that have their
register P value above the threshold value 7', and loaded with ‘0’ in the other PEs.
We could imagine that a following program executing in each PE would implement
this operation:

if P>TthenA=1
else A=0
end if

After the conditional instruction ‘if* the program branches, some PEs need to per-
form the assignment instruction ‘A = 1°, others have to perform ‘A = 0’. However,
the SIMD architecture stipulates that a single controller issues the same instructions
to all PEs in the array, that is each PE receives exactly the same instruction to be
executed at a given time. It is hence impossible to branch and perform different
instructions in different PEs of the array at the same time.

To solve this problem, and implement conditional branching operations, a con-
cept of a local activity flag is introduced. Each PE contains a one-bit FLAG register.
As long as this FLAG is set, the PE is active (enabled) and executes the instructions
issued by the controller. When the FLAG is reset, the PE becomes inactive (dis-
abled), and simply ignores the instruction stream. The FLAG can be set or reset in
a single conditional data-dependent instruction, and the instructions setting/reseting
the FLAG are the only ones that are never ignored (so that the inactive PEs proces-
sors can be activated again).

The example thresholding operation can be thus implemented as follows:

A=1
if (P > T) reset FLAG
A=0
set FLAG
The execution of this program is illustrated in Fig. 8. The same instructions are

delivered to every PE in the array; however, the instruction ‘A = 0’ is only executed
in those PEs that have the FLAG still activated after the conditional reset.

b d
0l O
o] of o
| 0] 0
| 0
A FLAG A
‘A=1 ‘it P>T reset FLAG’ ‘A=0’

Fig. 8 Conditional code execution (processor autonomy) using local activity flag: (a) register P
contains the input data, (b) assuming all PEs are active (FLAG = 1), register A of all PEs is loaded
with 1, (¢) comparison operation, PEs that have P > T (assume T = 5 in this example) become
inactive (FLAG = 0), (d) register A is loaded with O only in active PEs
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It should be noted that no additional flexibility is allowed in terms of conditional
branching in SIMD arrays. In particular, if the control program contains loops or
jumps, these cannot be conditional on local PE data, as the same instruction stream
has to be applied to all PEs. The only local autonomy is possible by masking indi-
vidual PEs using the FLAG register, so that they do not execute certain instructions
in the program.

2.2 Processing Element

The block diagram of the PE implemented on the SCAMP-3 chip is shown in Fig. 9
The classical SIMD mechanism of array-wide operation, neighbour communication,
and local activity flag, described above, form the basis of the SCAMP-3 architecture.
The PE contains nine registers, capable of storing analogue data values (e.g. pixel
intensity values, edge gradient information, gray-level filtering results). The general-
purpose registers are labeled A, B, C, D, H, K, Q and Z. The registers are connected
to a local bus. The NEWS register can be also connected to local buses of the four
neighbours.

The PE contains a one-bit local activity FLAG. Control signals that form the
instruction code words (ICWs) are broadcast to the PEs from the external controller.
The ICWs determine the type of data operation, and select individual registers to be
read-from or written-to. The write control signals for all registers are gated by the
contents of the FLAG, so that no register write operation is performed when FLAG
is reset. This is sufficient to implement the local autonomy, as gating write control
signals ensures that the state of the PE does not change as a result of broadcast
instructions when the PE is in the disabled state.

The PIX register contains the pixel intensity value acquired by the photosensor
intergrated within the processor. A single PE in the array is associated with a single
pixel of the image sensor, that is the SCAMP-3 vision chip implements a fully pixel-
parallel fine grain SIMD focal plane processor array.

instruction code word

e

PIX
- ZS ALU FLAG
data bus t N
) _& I ] ] I 4
registers
dd OUT]||IN <=p| NEW S [quump
address AB,C,D,H,KQ,Z

lobal
o ks

Fig. 9 Processing element of the SCAMP-3 chip
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The ALU block represents the instruction-set of the PE. The PE is capable of
the following basic operations: negation, addition/summation, division by two (and
three), conditional FLAG reset based on comparison with zero, and unconditional
FLAG set. The results of the operations are stored in registers, and the arguments
of the operations are registers, or register-like components (PIX, IN) representing
the pixel-parallel input to the array. The IN register represents the global input, for
example immediate argument for a register load instruction.

2.3 Array Structure and Global 1/0

The overall system integrated on the chip contains an array of PEs, read-out circuits
and control-signal distribution circuits, as shown in Fig. 10. The PE array supports
random addressing. It is organized in rows and columns, and the address decoders
are placed on the periphery of the array. The PE can output data via the global I/O
port to the array column bus, when addressed by the row select signal, and then
to the output port as selected by the column address signal. The output data is a
register value (contents of any register can be read-out to the column line), or the
FLAG register bit. The array can be scanned to read-out the entire register array
(e.g. the output image).

A further computational capability is offered by the global read-out operations.
When multiple PEs are addressed and output their data to the column lines, the
PE array performs the summation operation. In particular, addressing all pixels
in the array simultaneously results in the calculation of the global sum of all val-
ues in a particular array register. This can be used, for example, to perform pixel

olsional di instructions
control-signal drivers & clocks
N

] analogue
bias

K row/column
PE array address

l—— analogue
1/0

— binary out

:(> 8-column
parallel out

flexible global read out

Fig. 10 SCAMP-3 chip
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Fig. 11 Flexible addressing scheme utilising don’t care row/column addresses for selecting multi-
ple PEs at the same time. The address (0, 0) points to the botfom left corner of the array, addressed
PEs are shaded

counting operations (e.g. for computing histograms) or calculating some other
global measures (e.g. the average brightness of the image for gain control, or overall
‘amount’ of motion in the image). Indeed, it is expected that when the device is used
in a machine vision system, the results of global operations will often be the only
data that is ever transmitted off chip, as these results will represent some relevant
information extracted from the image.

Global logic operations are also supported. When reading-out the state of the
FLAG register, and addressing multiple PEs at the same time, a logic OR operation
is performed. Such an operation can be effectively used, for example to test the
image for existence of a certain feature, or to detect a stop condition that controls
the number of iterations in an algorithm.

Multiple PE selection for read-out is implemented with addressing scheme that
uses don’t care symbols as a part of the row/column address, as illustrated in Fig. 1 1.
In practice, this is achieved by using two words to produce the address, one sets the
actual address bits (e.g. ‘00110000’) the second sets the don’t care attribute for
individual address bits (e.g. ‘00001111") producing together the combined word
that addresses many pixels at once (‘001 1XXXX" in this example). The addressing
of groups of pixels can be utilized in various ways. An example is the pixel-address
finding routine that starts by addressing half of the array, performing a global OR
operation to determine whether the pixel is in the selected region, then selecting the
quarter of the array (in the half that contains the pixel, as determined in the previous
step), then 1/8th, and so on, finally homing on the pixel of interest. In this way, an
address of an active pixel can be determined in just a few bisection steps, without
the need for reading-out (scanning) the entire image from the chip [25].

2.4 Control System

The PE array needs to be provided with the sequence of instructions to be executed.
These are broadcast to all PEs in the array from a single controller. The control sys-
tem is also responsible for read-out addressing, interfacing to external devices, and
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C <A ; using C as a temporary register...

B« C ; ...transfer array A (original image) to array B

load s, 10 ; load control variable s with 10

:loop ; address label

NEWS < B ; transfer array B to the NEWS array

B <~ EAST ; transfer EAST to B (shift NEWS by one pixel)
subs, 1 ; subtract 1 from s

jump nz, loop ; loop, unless s is zero (counts 10 iterations)
C«<A+B ; add A (original image) and B (shifted by 10 pixels)

Fig. 12 An example SIMD program. The program shifts an image by 10 pixels to the left, and
superimposes the two images (adds original and shifted together). The operations in italic type are
executed in the controller CPU. The operations shown in bold type are executed in the PE array
— the controller broadcasts these instructions to the PE array. A, B and NEWS are array registers,
operated in the PE datapath, while variable s is mapped to a scalar register of the controller CPU
datapath

other control duties (setting up biases, etc.). A digital controller could be included on
the same chip as the SIMD array; however on the SCAMP-3 prototype device, this
is an external circuit, implemented on an FPGA, using a modified microcontroller
core [26].

The main function of the controller is to supply the sequence of ICWs to the PEs
in the array. The controller can also execute conditional and unconditional jumps,
loops and arithmetic/logic operations on a set of its own scalar registers (e.g. in order
to execute variants of the code based on user settings or other inputs to the system,
or, for example, processing the result of a global array operation, and performing
conditional program flow control based on this result). It has to be remembered that
the program flow control is global. All PEs will be executing the same instructions,
with the FLAG mechanism available to mask parts of the array. In practice, the
program is thus a mixture of array operations, which are executed in the massively
parallel PE datapath, and control operations, which are executed in the controller
CPU. A simple example program, consisting of both types of operations is shown
in Fig. 12.

3 The Analogue Processor

The pixel-parallel SIMD processor architecture, outlined above, provides the frame-
work for designing a general-purpose ‘vision chip’ device. The integration of
physical image sensor in each PE makes the incident image pixel data immedi-
ately accessible to the PE. A variety of low level image processing algorithms can
be implemented in software. The main challenge, however, lies in the efficient im-
plementation of the 2D PE array system in a silicon device. The solution adopted
in the design of the SCAMP-3 chip, based on our idea of an analogue sampled-data
processor [27], is outlined in this section.
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If a reasonably high resolution device is to be considered, then the individual PE
circuitry has to be designed to a very stringent area and power budget. We are inter-
ested in vision sensor devices of resolutions in the range of 320 x 240 pixels, with
a pixel pitch below 50um, and typical power consumption in the milliwatt range.
A high-performance low-power devices with lower resolutions (e.g. 128 x 128 or
64 x 64 pixels) could still be useful for many applications (e.g. consumer robotics
and automation, toys, ‘watchdog’ devices in surveillance). Pixel sizes in the range
of 50pum have further applications in read-out integrated circuits for infrared fo-
cal plane arrays. While using deep sub-micron technologies makes it feasible to
design digital processors to these specifications (typically using a bit-serial data-
path), we have proposed to use analogue circuitry to implement the PE [27, 28],
which can be implemented with a very good power/performance ratio in an inex-
pensive CMOS technology. It is well known that analogue signal processing circuits
can outperform equivalent digital ones. However, while exploiting the analogue cir-
cuit techniques for superior efficiency, we still want to retain the advantages of a
software-programmable general-purpose computing system.

The basic concept that allows the achievement of this goal is based on the insight
that the stored-program computer does not have to operate with a digital datapath.
We can equally well construct a universal machine, that is a device operating on data
memory, performing data transformations dictated by the sequence of instructions
fetched from the program memory, using an analogue datapath. In this scenario,
the data memory is stored in analogue registers, transmitted through analogue data
buses, and transformed using analogue arithmetic circuits, while the architecture
remains microprocessor-like, with a fixed instruction set, and the functionality deter-
mined by a software program, and the control (program memory, instruction fetch,
decode and broadcast) implemented using digital circuits. We called such a device
‘the analogue microprocessor’ [27].

3.1 Switched-Current Memory

An efficient way to design an analogue processor is to use switched-current circuit
techniques [29]. A basic SI memory cell is illustrated in Fig. 13. When an MOS
transistor works in the saturation region its drain current Iz, can be, in a first-order
approximation, described by the equation:

Iis = K(Vgs — V;)? 3)

where K is the transconductance factor, V; is the threshold voltage and V is the
gate-source voltage.

The SI memory cell remembers the value of the input current by storing charge on
the gate capacitance Cyy of the MOS transistor. The operation of the memory cells is
as follows. When writing to the cell, both switches, S and W, are closed (Fig. 13b).
The transistor is diode-connected and the input current i;, forces the gate-source



SCAMP-3: A Vision Chip with SIMD Current-Mode Analogue Processor Array 31

a b
IREF l IREFlé

S/, S
W W ‘L <z—
N l: Ids
Cas!|
- Vgsx

Fig. 13 Basic SI memory cell. (a) during storage both switches are open, (b) both switches are
closed when the cell is ‘written to’, (¢) only switch ‘S’ is closed when the cell is ‘read-from’

voltage Vi, of the transistor to the value corresponding to the drain current I =
IREF + iin, according to (3). At the end of the write phase, the switch W is opened
and thus the gate of the transistor is disconnected, that is put into a high impedance
state. Due to charge conservation on the capacitor Cg, the voltage at the gate Vi
will remain constant.

When reading from the memory cell, the switch S is closed and the switch W
remains open (Fig. 13c). Now, the transistor acts as a current source. As the gate-
source voltage Vg, is the same as one that was set during the write phase, the drain
current /4, has to be the same (provided that the transistor remains in the saturation
region), and hence the output current iy, is equal to

lout = Iys — IREF = iin “4)

Therefore, the SI memory cell is, in principle, capable of storing a continuous-
valued (i.e. real) number, within some operational dynamic range, and subject to
accuracy limitations that will be discussed later in this chapter.

3.2 Arithmetic Operations

In addition to data storage registers, the PE needs to provide a set of basic arithmetic
operations. These can be achieved with a very low area overhead in the current-
mode system. Consider a system consisting of a number of registers implemented
as SI memory cells, connected to a common analogue bus. Each memory cell can be
configured (using corresponding switches S and W) to be read from, or written to.
The basic operation is the transfer operation, as shown in Fig. 14a. Register A
(configured for reading) provides the current i5 to the analogue bus. This current
is consumed by register B (configured for writing); register C is not selected, and
hence it is disconnected from the bus. Therefore, the analogue (current) data value is
transferred from A to B. This transfer is denoted as B <— A. According to the current
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Fig. 14 Basic operations in a current-mode processor: (a) register data transfer, (b) addition,
(c) division by two

memory operation, register B will produce the same current when it is read-from (at
some later instruction cycle). If we consider that the data value is always the one
provided into the analogue bus, it can be easily seen that ig = —i, that is the basic
transfer operation includes negation of the stored data value.

Addition operation (and in general current summation of a number of register
values) can be achieved configuring one register for writing, and two (or more)
registers for reading. The currents are summed, according to Kirchhoff’s current
law, directly on the analogue bus. For example, situation shown in Fig. 14b produces
operation A < B+ C.

Division operation is achieved by configuring one register cell for reading and
many (typically two) registers for writing. The current is split, and if the registers
are identical then it is divided equally between the registers that are configured for
writing, producing a division by a fixed factor. For example, in Fig. 14c both regis-
ters A and B will store current equal to half of the current provided by register C.
We denote this instruction as DIV(A + B) « C.

This completes the basic arithmetic instruction set of the analogue processor.
Multiplication and division by other factors can be simply achieved by multiple ap-
plication of add or divide by two operations. Subtraction is performed by negation
followed by addition. Other instructions (e.g. full-quadrant multiplication) could of
course be implemented in hardware using current mode circuits; however, in a vi-
sion chip application, silicon area is at premium and a simple instruction set that is
sufficient for the intended application should be used. This is achieved here by the
basic arithmetic instructions of negation, addition, and divide by two, which are per-
formed entirely in the register/bus system, with no additional circuits. Consequently,
more silicon area can be devoted to the register circuits, increasing the amount of
local memory (or improving the accuracy of computations, which largely depends
on device matching, i.e. device area).

The ‘ALU’ in the analogue processor, shown as a separate block in Fig. 9 is thus
virtual. However, to enable comparison operations, a current comparator (detect-
ing current provided to the analogue bus) should be provided. A combination of
arithmetic operations, comparison operations (with programmable threshold) and
conditional code execution can be used to perform logic operations in the analogue
registers as well.
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3.3 Accuracy of SI Circuits

The above descriptions are somewhat simplified, since they ignore the many
error effects that affect the result of computation in the analogue processor. Basic
switched-current memory storage operation is not entirely accurate, due to errors
that are caused by the output conductance of the transistor and the current source,
capacitive coupling from the bus to the memory capacitor Cg, clock feedthrough
effects due to charge injection onto the memory capacitor from the switches (im-
plemented as MOS transistors) and capacitive coupling from the control signals,
and the many noise sources in the circuit. These error effects can be to some extent
mitigated using more sophisticated circuits. Extensions of the basic SI technique
allow to implement more accurate circuits, with some area overhead. In particular,
the S’I technique proposed by Hughes et al. [30] provides a good trade-off between
the accuracy and circuit area.

Overall, the errors cannot be entirely eliminated though, and the current read
from the memory cell iy, is not exactly the same as the current during the write
operation ij,, but can be represented as

fout = fin + Ast + €sp (iin) + €(*) ()

where Agj is the signal-independent (offset) error, €sp (i) is the signal-dependent
component of the error, and £(*) is the overall random noise error. The actual situ-
ation is even more complicated, as the signal dependent error £sp depends not only
on the current value written to the cell, but also on the analogue bus state during
the read operation. Nevertheless, through the combination of circuit techniques and
careful design, the errors can be made small enough to yield useful circuits in a
reasonable circuit area, with accuracies corresponding to perhaps about 8-bit digital
numbers.

It is important to point out that, on the one hand, the signal-independent offset
errors are very easy to compensate for algorithmically, subtracting offsets during
the operation of the program. The signal-dependent errors, are also systematic, and
can be to some extent also accounted for by the system, although they are more
cumbersome to handle. The random errors, on the other hand, put the limit on the
achievable accuracy. The random noise has a temporal component, that is the value
of &(*) changes on each memory operation (thermal noise, shot noise, etc.) and a
spatial component which represents the variation in the offset and signal-dependent
errors in each memory cell in the system due to the component variability. It has to
be mentioned that ultimately these random errors limit the accuracy of the analogue
processor techniques and scalability of the designs to finer scale CMOS technology
nodes.

As shown by (5), each storage operation (and consequently each transfer and
arithmetic operation) is performed with some errors. In general, these errors depend
on the signal value and type of operation both during register write and subsequent
read. In general, most of these errors are small, and simply have to be accepted, as
long as they do not degrade the performance of the processor beyond the useable
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Table 1 Compensation of signal-independent offset errors

Current transfers showing

Operation Instructions signal-independent error
Transfer C—A ic = —ia+Ast

B:=A B—C ip = —ic +As1 = ia

Addition D—A+B ip = —(ia +iB) + 4s1
C:=A+B C«D ic=—ip+tAsi=ia+ip
Subtraction D« A ip = —ip + Asi

C:=A-B C—B+D ic=—(ip+ip) +Asi =ia — i
Negation Ce— ic = Agy

B:=—-A B—A+C ig = —(ia +ic) + Asi = —ia

limit. There are exceptions, however, where simple compensation techniques may
significantly improve the accuracy at a small cost in the size of the program.

First, consider the offset error, denoted as Agj in (5). This is typically a relatively
large systematic error (e.g. several percent of the maximum signal value). How-
ever, it can be very easily cancelled out. Since every instruction introduces current
negation, the offset error is eliminated using double-instruction macros for transfer,
addition, subtraction and negation operations, as illustrated in Table 1.

Second, consider the mismatch error associated with the division instruction.
It should be noted that mismatch errors associated with register transfer/storage
operations are very small since in the SI memory cell the same transistor is used
to copy the current from input cycle to output cycle, and hence it does not matter
much if the individual registers are not exactly matched. However, the accuracy of
the current splitting in two (as shown in Fig. 14c) relies on matching of the transis-
tors in different cells. In practical designs, the current mismatch of these transistors,
given the same terminal voltages, can be as large as several percent. Assuming the
mismatch error €, and ignoring the Agy error (that can always be compensated in the
way described in Table 1), the division such as DIVA + B « C results in

in=—ic(l1+¢)/2 (6)

ip = —ic(1—£)/2. (7)

If an accurate division is required, then the following five-step compensation
algorithm should be used. This is based on the scheme proposed in [31], and
works by finding the actual error resulting from the division result (note that after
DIVA + B «— C we get ig —ia = €ic), adding that to the original dividend, and per-

forming mismatched division again. For example, to perform an accurate A = C/2
operation the program shown below should used:

DIVA+ B« C; ipn = —ic(1+¢€)/24+A,ip=—ic(l—€)/2+A
H—B+C; ig=—(ig+ic)+A=—ic(l+¢)/2
D—H+A; ip=—(iu+ian)+A=ic(l+e¢)
DIVA+B —D; ig=—ip(l—€)/24+A=—ic(1+e)(1—¢€)/2+A
A—B; in=—ig+A=ic(1—e%)/2.
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At a cost of a few extra instructions and additional local memory usage (in the
above, the temporary register D can be replaced by C if its exact value is no longer
needed), a significant division error improvement is achieved, theoretically from €
mismatch down to £ error. In practice, secondary error effects influence the result
and, for example, on the SCAMP-3 processor the improvement in division accuracy
from mismatch-limited value of 2.3% to below 0.2% is achieved.

4 SCAMP-3 Circuit Implementation

The analogue microprocessor idea, combined with the SIMD pixel-parallel architec-
ture, provides foundations for the implementation of an efficient vision chip device.
The PE design on the SCAMP-3 chip follows the switched-current processor de-
sign concept outlined in the previous section. A simplified schematic diagram of the
complete PE is shown in Fig. 15.

4.1 Registers

The register cells have been implemented using the S?I technique [30], with ad-
ditional transistors to manage power consumption (switching the DC currents off
when a register is not used) and provide conditional ‘write’ operation (to implement
the activity flag operation). The detailed schematic diagram of the register cell is

D Q TV FLAG i
en SET |

SRDF

/
readout
Srow column

Etc..

Registers: A, B, C, D, H, K

Fig. 15 Simplified schematic diagram of the PE
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Fig. 16 Schematic diagram of the cells implemented on the SCAMP-3 chip (a) register cell,
(b) pixel circuit

shown in Fig. 16a. Mygwm is the storage transistor, Mrgr is the current source/error
storage transistor following the S21 technique, and Mw,Mw> and Mw R are the
switches controlling writing/error correction. Mgy and Mgp connect the register to
the analogue bus and shut-down the current path if register is not selected. Mg; and
Mg, are used to gate write-control signals by the FLAG signal.

The NEWS register is build in a similar way to a regular register, but providing
output current to the analogue buses of the neighbouring PEs. Furthermore, the four
neighbour communication network provides means for executing a fast array-wide
diffusion operation (e.g. to low-pass filter or ‘blur’ the image).

4.2 Photodetector

The photodetector circuit is shown in Fig. 16b. In integration mode, Mgrgs provides
a reset signal that charges the capacitance so that Vprx = Vrgs. During photocurrent
integration, the capacitance is discharged. The voltage Vprx is transformed to current
Ipix (using Mpyx biased in linear region with cascode transistor Mpgjas ), which is
provided to the analogue bus at a required time selecting the PIX register for read-
out, that is switching Sprx. Therefore, instruction such as A < PIX can be executed
to sample the pixel current /p;x at some time after the reset. This can be done mul-
tiple times during the integration time, and also just after reset (e.g. to perform
differential double sampling in order to reduce fixed pattern noise of the imager).
A typical frame loop, overlapping integration and program execution is shown in
Fig. 17. However, it has to be noted that other possibilities exist (e.g. sampling at
multiple times for enhanced dynamic range [32], dynamically adjusting integration
time for achieving constant overall brightness, locally adjusting integration time for
adaptive sensing).



SCAMP-3: A Vision Chip with SIMD Current-Mode Analogue Processor Array 37

: start

B<«PIX ; sample PIX value to B

RESPIX ; reset PIX

A«<B + PIX ; subtract the acquired value from the reset value
; user program here

OUuT z ; output results

:loop start

Fig. 17 A typical frame loop. The pixel value is sampled first (assuming it was reset in the previous
frame), then the photodetector is reset and the reset level subtracted from the sampled value. The
user program is executed, while the photocurrent is integrated for the next frame. The processing
results are output (this forces the controller to halt the program and execute a read-out sequence,
it can also wait at this point for the next frame-synchronisation pulse, if operation at a fixed frame
rate is required)

The pixel circuit also enables a ‘logarithmic mode’ sensing, which is instanta-
neous (not integrating). In this mode, voltage Vrprx is constantly applied, and the
sub-threshold current of Mggs produces a voltage Vprx (note that Vrprx—Vprx is a
gate-source voltage that varies exponentially with current for a transistor in weak
inversion).

4.3 Comparator and FLAG

A comparator, connected to the analogue bus, has the capability to determine the
overall sign of the current provided to the analogue bus by registers connected to the
bus. The result of the comparison operation is latched in the FLAG register, build as
a static D-type latch. The value stored in the FLAG register is then used to gate the
write-control signals of all registers (this is done using a single-transistor gates Mg
and Mg, as shown in Fig. 16a), thus ensuring that the state of the processor does not
change in response to broadcast instructions when FLAG signal is low. The D-latch
can be set by a global signal to activate all PEs.

4.4 Input Circuit

The IN circuit (see Fig. 15) provides input current to the analogue bus of the PE. The
value of this current is set by transistor My driven by a global signal Vi that has to
be set accordingly. Currently, an off-chip digital-to-analogue converter and a lookup
table are used in the system, to set this value to achieve the desired input current.
The IN register is used in instructions such as A < IN(35), which load all registers
in the array with a constant value (by convention, numerical value of 35 used in
this example corresponds to 35% of the reference current of approximately 1.7 HA).
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As all PEs receive the same voltage VN, the mismatch of transistors My and any
systematic voltage drops across the array will affect the accuracy of the input cur-
rent. This can be to some extent reduced using a differential scheme, subtracting the
IN(0) value from the desired value, over two cycles, as shown below:

A —IN(0)

B — A +1IN(35)

The first line loads register A with the input circuit offset error (and the Agy
offset). The second line subtracts the offsets from the desired input value. Register
B is thus loaded with 35% of the bias current.

Although loading individual PEs with different values is possible (through setting
FLAG registers of individual PEs in turn, via read-out selection circuit, and then
using global input), this mode is not practical and the optical input via the PIX
circuit remains the primary data source for the chip.

4.5 Output Circuits

The analogue bus of the selected PE (selected through a row select signal) can be
connected to a read-out column, and then (depending on the column select signal)
to the output of the chip. The current from any of the registers can be thus read-out.
If multiple PEs are selected, output currents are summed.

The output of the FLAG register can also be used to drive the read-out column
line. An nMOS only drive, with precharged read-out bus, enables OR operation if
multiple PEs are selected. In addition, an 8-bit parallel output (reading out eight PEs
in one row concurrently) is also provided.

4.6 Silicon Implementation

We have implemented the 128 x 128 pixels SCAMP-3 chip [33], shown in Fig. 18a.
The layout plot showing floorplan of a single PE is shown in Fig. 18b. The device has
been fabricated in an inexpensive 0.35um 3-metal layers CMOS technology, with
PE pitch below 50 um. The chip size is 54 mm?, and it comprises 1.9 M transistors.
The basic parameters of the device are included in Table 2.

When clocked at 1.25 MHz, the processing array provides over 20 GOPS (Giga
operations per second), with individual ‘operation’ corresponding to one analogue
instruction, such as summation or division by two. The chip dissipates a maximum
of 240 mW (when continuously executing instructions). When processing video
streams at typical frame rates of 30 fps, the power dissipation depends on the length
of the algorithm, but can be as low as a few mW for simple filtering or target tracking
tasks.
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news & out

registers

Fig. 18 SCAMP-3 device implementation: (a) fabricated integrated circuit, (b) PE layout

Table 2 SCAMP-3 chip specifications

Number of parallel processors: 16,384

Performance: 20 GOPS

Power consumption: 240 mW max

Supply voltage: 3.3V and 2.5V (analogue)

Image resolution: 128 x 128

Sensor technology: Photodiode, active pixel, 0.35um CMOS
Pixel size: 49.35um x 49.35um (includes processor)
Pixel fill-factor: 5.6%

Imager fixed pattern noise: 1%

Accuracy of analogue processors (instruction error):

Storage linearity: 0.52%

Storage error fixed pattern noise: 0.05% rms
Division-by-2 fixed pattern noise: 0.12% rms
Random noise: 0.52% rms

Image processing performance benchmarks (execution time @ 1 MHz clock):

Sharpening filer 3 x 3 convolution: 17us
Sobel edge detection: 30us
3 x 3 median filter: 157us

5 Applications

The SCAMP-3 applications are developed using a PC-based simulator (Fig. 19a)
that models the instruction set of the processor array and the control processor,
including behavioural models of analogue errors. A development system, allow-
ing operation and debugging of SCAMP-3 hardware in a PC-based environment
(including user front-end Graphical User Interface, and a hardware system with a
USB interface, as shown in Fig. 19b), has been developed. Ultimately, the target
applications for the device are in embedded systems.

The general-purpose nature of the SIMD array allows implementation of a wide
range of image processing algorithms. Some examples of filtering operations are
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Fig. 19 SCAMP-3 development environment: (a) simulator software, (b) hardware develop-
ment kit

Fig. 20 Image processing algorithms executed on SCAMP-3. Top: original image, Bottom: pro-
cessing result; (a) Sharpening filter, (b) Sobel edge detection, (¢) Median filter, (d) Blur (diffusion)

shown in Fig.20. Linear and non-linear filters presented in that figure require be-
tween 17 and 157 program instructions (with the exception of blur, which uses a
resistive grid scheme and only requires two instructions), with maximum execu-
tion speed of 0.8 us per instruction (higher instruction rates are possible, but with
increased errors [33]).

More complex algorithms, for example adaptive thresholding, in-pixel A/D con-
version and wide dynamic-range sensing [32], various cellular automata models
[34], skeletonisation, object detection and counting, can also be executed at video
frame rates. An example of image segmentation via active contours (using a Pixel
Level Snakes algorithm [35]) is shown in Fig. 21. In this example, all processing is
done on the vision chip. For illustration purposes, the frames shown are the gray-
level images that are read-out from the device, where the results are superimposed
on the input images on chip, although in practical applications, only the extracted in-
formation (i.e. binary contours in this case) would be read-out. We have considered
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Fig. 21 Results of executing the Pixel level snakes algorithm on SCAMP-3. The contours evolve
shifting at most 1 pixel at a time. Every 30th frame of the video sequence is shown

the application of the chip in several more complex tasks such as video compression
[26], comparisons using wave distance metric [36], angiography image segmenta-
tion [37], binocular disparity [38] and neural network models [39].

6 Conclusions

This chapter presented the design of a SCAMP-3 pixel-parallel vision chip. The chip
operates in SIMD mode, and the PEs are implemented using analogue current-mode
scheme. This combination of digital architecture and analogue PE implementation
provides flexibility, versatility and ease of programming, coupled with sufficient
accuracy, high performance, low-power consumption and low cost of the implemen-
tation. The main applications of this technology are in power-sensitive applications
such as surveillance and security, autonomous robots, toys, as well as other appli-
cations requiring relatively high computing performance in machine vision tasks, at
low power consumption and low cost. The 128 x 128 prototype has been fabricated
in 0.35um CMOS technology, and reliably executes a range of image processing
algorithms. The designed processor-per-pixel core can be easily integrated with
read-out/interfacing and control circuitry, and a microcontroller IP core, for a com-
plete system on a chip solution for embedded applications.

Acknowledgement This work has been supported by the EPSRC; grant numbers: EP/D503213
and EP/D029759. The author thanks Dr Stephen Carey and Dr David Barr for their contributions
to testing and system development for the SCAMP-3 device.
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MIPA4k: Mixed-Mode Cellular Processor Array

Mika Laiho, Jonne Poikonen, and Ari Paasio

Abstract This chapter describes MIPA4k, a 64 x 64 cell mixed-mode image
processor array chip. Each cell includes an image sensor, A/D/A conversion, em-
bedded digital and analog memories, and hardware-optimized grey-scale and binary
processing cores. We describe the architecture of the processor cell, go through the
different functional blocks and explore its processing capabilities. The processing
capabilities of the cells include programmable space-dependent neighbourhood
connections, ranked-order filtering, rank identification and anisotropic resistive fil-
tering. For example, asynchronous analog morphological reconstruction operation
can be performed with MIPA4k. The image sensor has an option for locally adaptive
exposure time. Also, the peripheral circuitry can highlight windows of activation,
and pattern matching can be performed on these regions of interest (ROI) with the
aid of parallel write operation to the active window. As the processing capabili-
ties are complemented with global OR and global sum operations, MIPA4k is an
effective tool for high-speed image analysis.

1 Introduction

The Cellular Non-linear Network Universal Machine (CNN-UM) structure pro-
posed in [1] offers a computing paradigm that can be used to describe spatial—
temporal interaction of locally connected processing elements (cells). The local
nature of the interconnections makes the CNN architecture inherently suitable for
integrated hardware realization. The key idea in the CNN-UM model is performing
“analogic” computation: sequences of analog and logic operations can be performed
locally and the results can be combined using local intermediate result storage.
This makes the CNN-UM hardware potentially very effective in terms of real-time
computation of complex algorithms.
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Even though the CNN model can compactly describe many locally active
processing tasks, hardware realization has turned out to be difficult. Fully digital
hardware realizations suffer from large area and high power consumption, whereas
analog implementations struggle with accuracy issues that also lead to large cell
areas. The ACE16k CNN chip [2] is an example of an analog implementation that
remains rather faithful to the original CNN theory. Analog multipliers are used
for programmable neighbourhood couplings, and the circuit operates in continuous
time. The main challenge of this “orthodox” CNN approach is the difficulty in ef-
fectively performing robust, fully programmable analog neighbourhood operations
and binary operations with the same analog hardware. Using this scheme, the binary
neighbourhood operations tend to be slow and inefficient in terms of energy usage.

Because of the difficulties in implementation, different processors that are in-
spired by the CNN theory (or just do CNN-like operations in a different fashion)
have been proposed. An example are the SCAMP chips [3, 4], in which, instead
of having analog multipliers for couplings, neighbourhood contributions are gath-
ered by time-multiplexing different directions and combining the results. This way,
a compact cell structure can be obtained. The downside with the time-multiplexed
approach is that continuous time operation is not possible, which affects the speed.

The approach taken in the MIPA4k chip discussed in this chapter is to separate
the processing tasks into different categories and to optimize the circuitry for each of
these categories. Using task-specific processing cores with limited programmabil-
ity, in contrast to full analog programmability of the couplings in the ACE16k, has
turned out to be effective. For example, in a typical binary image processing oper-
ation, the corresponding multiplications can be made very inaccurately, whereas in
grey-scale image processing tasks, a much higher accuracy (larger multiplier area)
is required. Note that a binary operation denotes here an operation with black/white
(BW) images. Furthermore, a larger multiplier yields also slower processing speed.
Now, consider that both binary and grey-scale operations be performed with high ac-
curacy analog multipliers, and further consider that most of the processing tasks in
the algorithm are of BW nature. In that case, the total speed of performing the algo-
rithm with a general purpose analogue computational core is much slower compared
to executing the algorithm with processing cores dedicated for each particular task.

The difficulty is in selecting an effective combination of processing cores and
choosing a proper level of programmability, while optimizing area usage. The
Mixed-Mode Processor Array (MIPA) architecture has been introduced to test
these ideas. The concept is based on digital programming, combined with highly
optimized analog and digital (mixed-mode) cell level processing hardware for
implementing specific but widely applicable operations. The approach mitigates ro-
bustness problems compared to traditional universal analog CNN circuit models. On
the other hand, the circuit-level implementation of the MIPA cell realizes a higher
degree of functional parallelism than, e.g., the very versatile and robust SCAMP
or ASPA [5, 6] architectures. MIPA is capable of asynchronous analog (grey-scale)
information propagation through the cell array, which is one of the great poten-
tial advantages of the CNN model. Such operations are effective in tasks such as
segmentation. The set of functionalities that has been targeted in the MIPA4k cell
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and array design has been inspired by the examination of [7, 8], where projected and
desirable capabilities for different generations of CNN-type processor arrays were
examined and specified. According to the classification in [8], the MIPA4k proces-
sor can be functionally seen to be roughly in the CNN class of 5b. This means, e.g.,
that non-linear templates and space-variant programming for template plasticity are
possible. Although the MIPA architecture does not offer the same level of theoret-
ical universality as a fully programmable CNN-UM, the approach with dedicated
cores and carefully considered programmability makes it highly effective in a broad
range of processing tasks.

This chapter presents the MIPA mixed-mode array processor architecture and
overviews the MIPA4k prototype chip. The concept is based on the architecture
proposed in [9, 10] and the chip has been introduced in [11]. As many parts of
the circuit have been described in detail elsewhere, the aim here is to familiarize
the reader with the general concept and provide understanding to design approach.
More information on the binary processing part can be found in [12] (programming
scheme), [13] (space-dependent templates, associative search), [14] (wave process-
ing) and [15] (peripheral circuits). Detailed information on the grey-scale circuits
can be found in [16] (locally adaptive sensing), [17-20] (rank filter/identification),
and [20-23] (fuzzy/anisotropic filtering).

2 MIPA4Kk Cell Architecture

The MIPA4k processor cell consists of different processing cores, as proposed in
[10]. The idea is to implement a selected set of useful low-level image process-
ing operations with very efficient, functionally dedicated hardware resources, i.e.,
cores. The cores are optimized, yet programmable hardware components for differ-
ent fundamental operations, such as non-linear grey-scale filtering or binary (BW)
CNN-type operations. In practice, especially in the case of grey-scale processing
circuitry, some of the large analog transistors have been shared among the dif-
ferent cores to save silicon area. This is made rather straightforward by adopting
a current-mode computation approach; the reconfiguration of current-mirror struc-
tures can be done simply with digitally controlled switches. The configuration of the
cell for different functionalities is actually a large part of the programming of the
processor cell.

The cell architecture of the MIPA4k is illustrated in Fig. 1. In each cell of the
MIPA4k array, the processing cores have been combined with a photodiode, in-
cell A/D/A converter circuitry, a global digital I/O bus, multiple in-cell analog and
digital memories and the global sum/OR operation. The lines in Fig. 1 illustrate the
analog and digital (binary) connectivity between different hardware blocks within
the cell. For example, the contents of the digital memories are accessible by both
grey-scale and binary cores.

The MIPA4k cells are simultaneously connected to 4 local neighbours (N,E,S,W)
in grey-scale operations and 8-connected to the local neighbourhood in BW
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processing. The 4-connected local neighbourhood was chosen for the grey-scale
operations, since it allows information propagation in all directions, but saves
greatly in analog device area compared to an 8-connected neighbourhood. Increas-
ing the number of cell inputs would not only linearly increase the number of analog
transistors in the grey-scale cores, but would also require better accuracy (larger
area) from the circuitry to guarantee sufficient robustness. In the BW core, due to
the small size of the circuitry per input, the inclusion of the full first neighbourhood
is not a problem.

2.1 Photosensors and Digital 1/0

Each cell of the MIPA4k processor array contains a simple integrating photodiode
sensor. The sensor circuitry is illustrated in Fig. 2. The sensors are reset globally
with PMOS transistors, after which the diode voltage is integrated and converted
with the transistor My into a current input signal for the processing circuitry within
the cell. Alternatively, the same sensor output can be taken directly into an in-cell
ADC (switches S and S,). The second parallel current output through My, in the
sensor readout circuitry enables the processing of the input image during integration,
while at the same time, retaining an unaffected version of the image.

To facilitate easy and robust testing of the MIPA4k prototype, two separate binary
weighted DACs have been included in each cell for providing input currents to the
grey-scale circuitry. The nominal resolution of the DACs is 7 bits. The cell also
includes a 7-bit successive approximation ADC, based on a third similar DAC. The
global control signals for the in-cell ADCs are generated asynchronously on-chip,
i.e., no high-speed external clock is required for controlling the ADCs. In a more
practical cell implementation, it could be possible to replace the three DACs with a
single D/A converter, which would also be used as a part of the SAR ADC. In the
MIPA4k prototype, multiple separate converters were seen as the safest choice, to
make testing easier and to take into account the possibility that the analog current
memories would not work properly.



MIPA4k: Mixed-Mode Cellular Processor Array 49

Fig. 2 Sensor setup

Sensor
reset
V\

L My
Sl
Photodiode ‘
sensor !
Grayscale ADC Analog
— processing current memory

Digital input/output to the array cells is implemented through a global
bidirectional 8-bit bus; 7-bit grey-scale data and one binary image can be trans-
ferred through the bus to/from the cell. The contents of the ADC output register can
be written into the input DAC registers and the contents of any of the additional 13
static digital memories for storing binary data can be interchanged with the help of
in-cell read/write memory decoding. These transfers take place simultaneously for
all cells.

2.2 Local Adaptivity

Local adaptivity or plasticity is possible for both grey-scale and binary cores in the
MIPA4k. The active grey-scale input directions, i.e., the neighbourhood connectiv-
ity to both the RO-filter and the fuzzy block can be selected individually. The control
bits for the input directions can be set globally for the whole array or read from lo-
cal binary memories. This means that the active inputs can be selected separately for
each cell, e.g., through binary results from a previous operation or by writing dif-
ferent input mappings to the cells externally through the global I/O bus. Grey-scale
bias currents used for threshold operations or for ranked-order filter programming
can also be set locally in each cell by using analog current memories.

The binary input coefficients for the BW core can be controlled globally or stored
in the in-cell memories, and therefore they can be set individually for each cell of
the array. Similarly, the local bias value in the BW processing can be set individually
for each cell. This can also be done based on previous processing results, since the
contents of the digital registers can be interchanged.

2.3 Chip Implementation

Figure 3 shows a chip microphotograph. The 64 x 64 processor array has been im-
plemented on a 0.13 um standard digital CMOS technology with six metal layers.
The size of the chip is approximately 5.1 x 4.5mm? and the size of a single
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Fig. 3 Prototype board, chip microphotograph and cell layout

Table 1 Areas of the main Block name Cell area (%)
building blocks of a MIPA4k
cell (% of cell total area)

Analog memory 17
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Digital memory
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processor cell is 72 x 61 um?, containing approximately 1,500 transistors. A large
part of these are small digital devices, in essence switches and simple logic, which
are used for configuring (programming) the cell circuitry for different grey-scale
and BW operations. The major cell sections corresponding to different function-
alities have been indicated in the cell layout of Fig. 3. Digital memory (DM) was
distributed into different parts of the cell layout after placing the other functional
blocks, for the sake of efficient area usage.

The chip is bonded on a PGA256 package; approximately 170 of the package
pins are used for digital control and I/O signals. The prototyping board for the chip
contains voltage regulators for creating the power supply voltages for the chip (the
chip uses two separate power supply voltages: 1.3 V and 0.95 V) and FPGA, a set of
registers for storing control signals off-chip, as well as some data converters for cre-
ating nine bias currents for the chip with a fully digital board-level control scheme.
A XILINX Spartan FPGA is used to control the chip and to relay data to/from a
computer via USB2 interface.

Table 1 shows the approximate areas of the main building blocks of a cell (in
percents of total cell area). It can be observed that analog memories are the biggest
individual area consumer. The others in the table refers to the rest of the building
blocks, wiring overhead and spacing between blocks.



MIPA4k: Mixed-Mode Cellular Processor Array 51

3 Grey-scale Processing Cores

The optimized circuitry for grey-scale processing within the MIPA4k cell is
designed to implement a selected set of efficient non-linear filtering operations
for low-level image data reduction, e.g., noise reduction and grey-scale image seg-
mentation, in a fully parallel (analog) manner. The grey-scale processing cores in
the cell are (1) a fully parallel, programmable 5-input ranked-order (RO) filter, and
(2) a “fuzzy” processing block based on absolute value extraction. The input tran-
sistors providing neighbourhood connectivity for grey-scale operations, as well as
the grey-scale output section, are shared between the two cores. Therefore, RO-filter
and absolute value operations cannot be performed simultaneously. The local input
to the grey-scale cores can be brought directly from the in-cell photodiode, from
one of the in-cell DACs or from an analog current memory, as shown in Fig. 1.

Grey-scale processing, which requires more than one basic operation, can be
performed iteratively by storing intermediate results into the analog current memo-
ries. Also, some simple arithmetic operations, such as sum, difference and limited
multiplication/division, can be performed on the processed grey-scale values by
using a combination of multiple current memories (e.g., write result into two par-
allel memories and read out only one). The analog current memories are simple
sampled-current circuits, implemented as either P- or N-type devices. A common
current-mode memory bus enables access to/from different N- or P-type analog
current mirror inputs/outputs in the grey-scale circuitry, as well as sum/difference
extraction or transfers between separate memories. There are altogether ten analog
current memories in the cell, five of which are P-type and five N-type. The current
memory circuitry and the related capacitors use 17% of the MIPA4k cell area.

The grey-scale output current resulting from the cell operations can be compared
to a (locally or globally defined) threshold value with a simple current comparator,
resulting in a binary output signal, or stored into a current memory. Alternatively,
the analog current value can be converted into digital form with the SAR ADC and
read out of the cell through the global binary bus. For testing purposes, the current
can be directed to a global current output node for external measurement.

3.1 Ranked-Order Filtering

The first of the MIPA4k’s grey-scale processing cores consists of a programmable
ranked-order filter circuit and associated circuitry. A ranked-order filter (also known
as rank order filter) is a circuit, that selects from a set of inputs the one with a
predetermined rank. i.e., the largest, second largest,..., smallest. This order statistic
operation can be used as a basis for many efficient non-linear image processing
operations, such as all basic operations of grey-scale mathematical morphology or
median filtering. Complex combined morphology operations can be implemented
with in-cell storage of intermediate values.
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Order statistic operations, ranked-order filtering in the most general case, can
be implemented according to the CNN model by using difference controlled non-
linear templates [7,24,25]. For example, a multiple-step approach for implementing
minimum and maximum extraction for grey-scale morphology, based on the use of
a non-linear A template with a transient mask, was proposed in [25]. However, this
method cannot be directly extended to the extraction of any programmable rank.

Order statistic filtering can be defined without any sorting operations, in a manner
which can be directly implemented with analog circuitry. The signal with the desired
rank, i.e., the kth largest element a; among N inputs, is found by solving the equation

N
> H(ai—y)=b, (1)
i=1

where the function H(x) is a step function given by

1 (x>0)
H(x)=¢0~1 (x=0) (2
0 (x<0)

The bias term b value for extracting rank & is k — 1 < b < k, which is not dependent
on the number of filter inputs.

Equation (1) can be directly solved by using a parallel combination of analog cir-
cuits, which carry out the non-linear operations of (2). The analog ranked-order filter
circuitry will simply settle into an equilibrium condition, fulfilling the rank equa-
tions above, without any iteration or external control in addition to correct biasing.
Compared to massively parallel iterative sorting, this is a very efficient approach, in
terms of performance and/or hardware complexity. The very simple 5-input current-
mode ranked-order filter circuit employed in the MIPA4k, which has been described
and analysed in detail in [17,20], together with the input/output PMOS current mir-
rors for grey-scale connectivity, takes up less than 10% of the cell area.

The required condition defined above for the bias term, for extracting rank £,
leads to robust programming of the ranked-order filter circuitry, as long as k is not
very large. The circuit allows a comfortable margin for variation (due to device
mismatch) in the bias term [20]. Figure 4 shows an example of different ranked-
order filtering operations performed on the MIPA4k.

3.1.1 Rank Identification

In addition to “copying” the correct-ranked input current to the cell output, the RO-
filter also includes rank identification circuitry, which can be used to point out the
input direction corresponding to the correct rank. Being able to also identify the
input with the desired rank can considerably extend the range of possible func-
tionalities, e.g., by enabling asynchronous grey-scale maximum value propagation
for morphological reconstruction. The capability of identifying the input with the
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Fig. 4 Ranked-order filtering with the MIPA4k. From /eft to right: Original input image from the
photosensors, maximum, second largest, median, second smallest, minimum

correct rank can also be used in the normal ranked-order extraction operation. By
identifying the correct input source, the input current or voltage can be redirected
through a switch, thus reducing the effects of device mismatch compared to copying
the values [26].

The ranked-order filter in MIPA4k has been extended to realize the full identi-
fication of any programmed rank. The identification circuit takes up approximately
5% of the MIPA4k cell area. The operating principle of the rank identification cir-
cuitry is described in detail, together with its application in asynchronous grey-scale
morphology, in [18-20].

3.2 Asynchronous Grey-scale Morphology

MIPA4k can perform operations that require asynchronous propagation of grey-
scale (analog) values. Analog implementation is preferred here since a digital
system would need very high processing speed for matching performance. Even
analog iterative processing, using the intermediate result of each processing step as
the input of the next iteration, is much less efficient compared to an asynchronous
system. An asynchronous implementation works so that once the propagation has
been initiated, no further controls are needed. The downside with asynchronously
propagating analog operations is the inherent inaccuracy of an analog implementa-
tion. In the MIPA4k, the grey-scale propagation is implemented in a way that makes
the realization very robust against circuit imperfections.

Asynchronously propagating morphological grey-scale reconstruction with two
input images (marker and mask) is an example of a globally propagating grey-scale
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operation. The first known analog implementation of this operation was presented
in detail in [19], and the same type of circuitry, although with some improvements,
is also included in the MIPA4k processor cell.

Morphological reconstruction is a constrained propagating dilation or erosion
operation, which can be used, e.g., for image segmentation [27]. Reconstruction
requires two input images, namely a Marker and a Mask. In a dilation-based re-
construction (R), the Marker image (MR) is consecutively dilated, and the result of
each dilation step is compared to the corresponding pixel value in the Mask image
(MS). The minimum between the two values for each pixel location is selected as
the output, that is

R(MR,MS) = min{D(MR,S),MS?} until stability, 3)

where S is the structuring element defined by the neighbourhood connectivity, and
D refers to the dilation operation. The Marker image for the reconstruction can
be created from an initial input image e.g., by eroding it a number of times, or
a Marker obtained by some other means can be used. The Mask is typically the
original uneroded input image from pixel sensors, local current memory or in-pixel
DAC:s. An ideal reconstruction operation converges into a stable state, where further
steps do not change the output. Pixel values in the resulting image cannot reach
intensities above a regional maximum in the marker image, or the intensity of the
same pixel in the mask image.

The implementation of asynchronous reconstruction on the MIPA4k, illustrated
in a simplified manner in Fig. 5, is based on controlled gate voltage diffusion in
a ranked-order filter network. The RO-filter in each cell simultaneously both ex-
tracts the maximum value within the local cell neighbourhood and identifies its
input direction. If the neighbourhood maximum is smaller than the local mask value,
the corresponding input will be connected to the output of the cell. This output is
conveyed to the inputs of the neighbouring cells, thus propagating the maximum
value within the cell network. When the Mask value is smaller than the extracted
local maximum, it will be connected to the cell output. Because the method is
implemented via gate voltage diffusion into a capacitive load, it is not subject to
detrimental positive feedback effects, which could saturate the grey-scale output.
A detailed description on the asynchronous reconstruction method and circuitry can
be found in [19].

Gate voltage inputs Local MASK
Local MARKER Current-mode
g : - MAX extract Gate voltage outputs
s - + ax MIN ident -N
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Fig. 5 Implementation principle of asynchronous grey-scale reconstruction on the MIPA4k
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Fig. 6 From left to right: Original input image. Threshold result on the original input. Eroded and
reconstructed input image. Threshold result of the reconstructed image

The asynchronously propagating reconstruction can be applied in the grey-scale
pre-processing phase of an object tracking algorithm to help in the extraction of
binary objects. By reconstructing flat grey-scale areas within the image, based on
a suitable Marker image, the image contents can be more easily segmented into
prominent features and objects. This can help to robustly extract image regions and,
e.g., reduce noise caused by unimportant details. Figure 6 shows an example of a
grey-scale morphological reconstruction for image segmentation, performed with
the MIPA4k chip. The original image, captured with the in-cell photodiodes, was
first successively eroded five times, after which the result of the erosion operations
was applied to the cell input as the Marker image. The original image, kept in a cur-
rent memory during the erosions, was used as the Mask for the reconstruction. The
figure also shows BW images resulting from a threshold operation on the original
and reconstructed image. The threshold value was manually selected in both cases
in such a way that the head area in the foreground was completely extracted. It can
be clearly seen that the grey-scale segmentation helps in better extracting the large-
scale foreground objects. With simple thresholding of the sensor output, significant
spurious detail remains. Raising the threshold value would also remove most of the
head area in the image.

3.3 Absolute Value-Based Operations

The “fuzzy” processing block gets its name from the fundamental circuit compo-
nent in the block, which is an absolute value (ABS) circuit, in this case a simple
full-wave current rectifier [28]. The process of fuzzification, i.e., generating a fuzzy
membership function based on the pixel’s neighbourhood values, relies heavily on
absolute value extraction. The MIPA4k cell includes five absolute value circuits.
Four of these can be used to extract the absolute values of the difference between
the local cell value and the neighbouring cells. The fifth ABS circuit is connected
to the analog current memory bus. The fuzzy block also includes some additional
digitally reconfigurable current mirror circuitry for processing the extracted current-
mode absolute value signals.
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The inclusion of fully parallel in-cell fuzzy processing circuitry within an array
processor cell was examined in [22]. This approach was not directly implemented
in the MIPA4k array cell. However, as the fundamental absolute value circuitry is
included, fuzzy membership operations can be approximated in a serial fashion with
the help of current memories. The absolute values of the neighbour differences can
be used as grey-scale signals or compared to a globally or locally set threshold to
create a binary comparison result. One of the key operations based on absolute value
extraction in the MIPA4k is non-linear anisotropic diffusion filtering, which is de-
scribed here in more detail. The fuzzy core can be used to effectively implement,
e.g., edge-preserving non-linear filtering, direct edge detection, area-based segmen-
tation or locally adaptive grey-scale operations.

3.3.1 Anisotropic Diffusion

One of the most important low-level image processing operations is the filtering
of noise from a grey-scale image. This is useful in image segmentation, enhancing
the most prominent features and removing less important local small-scale details.
A coarser resolution image can be created by applying detail-reducing filtering,
which removes high-resolution artifacts, such as texture and noise, while preserving
larger-scale image objects. In terms of image segmentation, some of the most im-
portant features are usually the edges defining the boundaries of different large-scale
image regions.

Although noisy high-resolution features are suppressed with the popular linear
isotropic diffusion, e.g., a Gaussian kernel, the downside is that it does not differen-
tiate a large intensity difference, i.e., an edge, from an essentially flat image region
containing only noise or texture components. Smoothing blurs the regional edges,
which should be preserved for effective segmentation. The edges can also be dislo-
cated by filtering, because regions with very different intensity levels influence each
other through diffusion, without respect to an edge separating the regions [29].

To overcome these difficulties, non-linear anisotropic diffusion [29], and other
functionally equivalent approaches have been proposed under different names [30].
The basic idea of non-linear anisotropic diffusion is to only filter small differences
in an image while preserving large changes in intensity. Because large neighbour
pixel differences are usually associated with edges, this approach leads to better
segmentation, by emphasizing intra-region smoothing over inter-region smoothing.
Because the diffusion is prevented at edges in the image, the locations of region
boundaries are also preserved. The filtering can also be effectively used for edge
detection, since the edge information is available from the filter. A processor array
capable of edge detection by resistive fuse operation was proposed in [31]; however,
the chip was limited to this particular functionality.

An efficient way of implementing anisotropic diffusion directly within an array
processor cell is the resistive fuse [21,32]. Anisotropic diffusion can be character-
ized (1-D network examples are used for clarity) by defining the interaction between
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two locally connected neighbouring pixels with intensities /,, and /,,+ ;. The intensity
of pixel n after the filtering operation can be defined as

I, =1+ [D(Ly,I,+1) - g(AD)], 4)

where D(x) denotes any general diffusion operation between the two pixel values
(in this case, a resistive network), Al = I,, ;| — I, is the difference in pixel intensities
and g(x) is an edge-stopping function dependent on the local gradient value so that
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Therefore, a diffusive connection is present at the boundary between two pixels
if the absolute value of the intensity difference is smaller than the threshold value
Ity. This response can be implemented with a resistive fuse. It has a finite resis-
tance value while the input difference is less than a certain threshold, and very large
resistance when the difference is larger than the threshold [32]. The binary control
signals can also be used to directly determine edge locations (unfiltered pixel con-
nections) in the image. In the MIPA4k processor cell, a common threshold value
can be applied globally to all cells of the array, or the filtering thresholds can be set
individually for each pixel cell.

3.3.2 Resistive and Capacitive Anisotropic Filtering

The anisotropic filtering can be configured to be either “resistive” of “capacitive”
with somewhat different capabilities. Figure 7 illustrates the different network con-
figurations and their transistor-level implementations.

In the resistive case of Fig.7a, the resistive network is composed of vertical
(diode-connected NMOS transistor) and horizontal resistors (resistive fuse devices).
The fuse device is composed of an absolute value circuit and a threshold circuit that
controls the horizontal resistor as Rp = Ry /g(x), i.e., sets it into a zero conductance
mode when neighbour difference is larger than the set threshold value. The response
of the network is determined by the ratio of the vertical and horizontal resistor val-
ues. The network settles into an energy minimum, leading to a smoothing operation
with a decay rate proportional to e ™Ru/Rv where n is the distance in cells from
the input location. The behavior of both vertical and horizontal resistors (that are
realized with transistors) is very non-linear, as is discussed in more detail in [20].
However, the effective filtering operation can be made sufficiently effective despite
the non-linearity.

Another way to use the same non-linear resistor network is to store the local
input into a current memory created with the NMOS current mirror transistor and
an additional gate capacitor (MOS) device, as shown in Fig. 7b. Now, during fil-
tering, the horizontal resistors are connected between capacitive nodes. This means
that when a diffusive connection is present, the voltages of connected cell nodes
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Fig. 7 Anisotropic filtering with a (a) “resistive” cell network, i.e., with both horizontal and
vertical resistors. (b) A “capacitive” network

will be equalized, leading to a flattening filtering operation. Although very effec-
tive segmentation operation can be achieved, this form of filtering is naturally more
vulnerable to e.g., noise and leakage effects, since the input values are not actively
maintained.

Both (“resistive” or ‘“capacitive”) anisotropic filtering operations are possible
within the MIPA4k cell, by a simple digitally controlled configuration of the NMOS
current mirror device either as a diode connected transistor or a capacitive memory
device. In both modes of operation, the two (N/E directions) binary control bits
from the resistive fuse circuitry can be written into static in-cell binary memories
for determining edge pixel locations.

Figure 8 shows the results of a resistive anisotropic filtering operation on an
input image captured with the in-cell photodiodes. Each top/bottom image pair in
Fig. 8 is the result of a different resistive fuse threshold bias current, which was
controlled globally with an off-chip DAC. Both the resulting filtered image and the
edge detection result, extracted from the resistive fuse control signals, are shown.
As can be seen, the edge magnitude for the anisotropic filtering can be effectively
controlled.

The amount of smoothing realized by the filter when the pixel differences are
diffused depends on the common-mode input level of the pixels in a non-linear man-
ner [20]. Control over the horizontal resistor values would allow selecting different
smoothing magnitudes, which could be very useful, e.g., for scale-space examina-
tion of an image. Unfortunately, this was not implemented in the current MIPA4k
chip, but the physical resistor values within the cells are fixed. However, adding this
feature would be very simple in a revised version of the cell circuitry.
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Fig. 8 Resistive anisotropic filtering with different threshold values (top row), and the correspond-
ing edge detection result from the filter circuitry for each threshold (bottom row)

S LD

Fig. 9 Capacitive anisotropic filtering with a single threshold and different diffusion transient
lengths of ~80ns, ~1 s, ~10 us, ~160 us

Figure 9 shows an example of capacitive anisotropic diffusion. As can be seen,
the capacitive operation leads to a much more effective segmentation of the image
by completely removing the low-intensity (relative) details and areas, whereas the
resistive filtering merely smooths the image. On the other hand, the capacitive op-
eration is much more sensitive to errors in the threshold value. Thus, poorly defined
regions (e.g., with a “hole” in the surrounding edge) can be completely flattened
with sufficient diffusion time. However, the powerful segmentation provided by the
capacitive filtering, realized as a single asynchronous operation, could be very useful
when applied correctly (with careful control over the diffusion time). The diffusion
transient can be controlled with an accuracy determined by the maximum control
signal rate for the chip. In the current MIPA4k prototype board, the clock-rate of the
FPGA, which is digitally controlling chip operations, is 25 MHz, i.e., the minimum
time step for the delay control is 40 ns.

Although, in all the previous examples, a global threshold value was used for the
anisotropic filtering, locally controlled threshold values can also be applied within
the MIPA4k array.
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3.4 Locally Adaptive Image Sensing

Natural environments are challenging for image capture since the illumination lev-
els can greatly vary within a scene. Because of this, conventional image sensors
tend to lose important details from the extreme ends of the dynamic range. Imagers
that produce high dynamic range (HDR) images overcome this problem to some
extent. A HDR image can be captured by imaging the same scene with different ex-
posure times and combining the results, e.g., by applying predetermined integration
time slots of different lengths for the pixels by predicting pixel saturation during
integration [33]. A very high dynamic response can also be achieved by using a
time-domain (time to threshold) imaging method [34].

A true HDR image may not be optimal for image analysis since the aim is to
understand contents of the visual scene, not to archive a photorealistic impression
of the scene. Compression of the HDR scene to low dynamic range (LDR), in such
a manner that important visual characteristics are maintained, is preferred for image
analysis. An effective way to capture a HDR image and compress it into a lower
dynamic range version for further use is to set the integration times of individual
sensors according to local average illuminance. The integration time can be adapted
by using an external processor [35] or the adaptive mechanism can be built into
the image sensor [36]. In [36, 37], the local average of the image, obtained from
a resistive network, is stored in the pixel and used to control the exposure times of
pixels individually. The weakness of the method is that it uses a global time-evolving
reference for controlling the local integration and requires separate computation of
the local averages from a previous frame. These steps take time and may cause
motion lag due to the multi-frame dependency.

3.4.1 Implementation of Adaptive Sensing on the MIPA4k

A locally adaptive image sensing approach can be demonstrated on the MIPA4k,
where the adaptation is performed automatically during integration, without the
need for any global ramps or information from a previous frame. The real-time oper-
ation during integration means that the adaptation is free of lag. Therefore, artifacts
associated with motion are avoided. The presented compressive sensing method is
not intended for capturing an actual HDR image, but rather an LDR input image
for additional analysis, comprising the important (edge) information from both ex-
tremes of an HDR input scene.

The basic idea of the adaptive sensing in MIPA4k is to control the integration
time locally for each pixel based on the average intensities in different parts of the
scene. When a pixel in the filtered image reaches a preset threshold, the integration is
stopped, i.e., the corresponding pixel value will be stored into memory. At this point,
the original unfiltered sensor outputs are centered around the threshold value, so that
their relative differences, i.e., edge information, will be maintained. Image regions
with lower overall intensity will continue integration until their average reaches the
threshold or until some maximum integration time. This process results in a captured
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image where the inter-scene large-scale dynamics are compressed, but local details
are preserved. The basis for the presented adaptive sensor implementation was the
examination in [38], which adapted the principles proposed in [39] into a form more
suitable for circuit implementation. Thus, parts of the visual scene with lower light
intensity will be integrated for a longer time than those with very high light intensity,
compressing the scene into LDR. This will help to extract detail from low intensity
areas of the scene while preventing information in high intensity areas from being
lost due to sensor saturation.

When the integration starts, after globally resetting the photodiodes, the output of
the sensor is applied via My (Fig.2) into the grey-scale processing circuitry within
the cell, which performs a spatially variant non-linear anisotropic filtering operation
asynchronously during the integration. Simultaneously, the original sensor values
are available through the parallel sensor output My, (Fig.2) to an in-cell current
memory as shown in Fig. 10. The current memory is a simple NMOS transistor with
an additional gate capacitor device; the memory transistor is operating as a diode-
connected device as long as both Store and Enable are “1.” When the filtered local
pixel value exceeds the threshold Iy, the corresponding unprocessed pixel value is
stored into the current memory. The integration then continues as long as the global
maximum integration time is reached. After this, the remaining pixel values which
have not reached the threshold will be stored into the memories by setting Enable to
“0.” Finally, the stored pixel values can be read out into the in-cell ADC by setting
Read to “1” (and S in Fig. 2 to “0”).

Figure 11 shows an example of normal and adaptive sensing performed on the
MIPA4k focal plane processor array. The scene contained a very bright LED lamp
pointed towards the sensor. The upper left-hand image in Fig. 11 shows a regular
image capture with a fixed integration time of #; ~ 2.6 ms. The output pixel values
were converted directly from the sensors outputs with the in-cell current-input ADC.
The lamp area is effectively a uniform white area, due to sensor saturation in the
bright region.

The top middle image in Fig. 11 shows the result of the adaptive image sensing,
where detail within the lamp is clearly visible, while also the hand in the foreground
can still be perceived. It can be observed that the adaptive sensing tends to reduce
the signal range and increase noise. If the limited signal range creates problems
for further processing, some of the compression can be compensated for within
the MIPA4k cell by using a reduced DAC input range in the in-cell SAR ADC,
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Normal sensor Adaptive sensing Adaptive+LP

Adaptive+median

Fig. 11 Demonstration of adaptive sensor operation. Top left subfigure shows an image captured
with a fixed integration time #; of 2.6 ms. The top middle subfigure shows an image captured using
the adaptive sensing procedure. The other subfigures show filtered versions of the result of the
adaptive sensing (Ip filter, anisotropic filter, median filter, 2nd largest filter)

expanding the compressed image dynamics closer to the full 7-bit (nominal) output
range of the ADC. The outputs of the ADC can be locally written into the inputs
of an in-cell DAC and the original analog signal range can be restored when apply-
ing the input to the cell for processing via the DAC. Image noise can be reduced
with e.g., anisotropic-, mean- or median filtering performed by the processor array
in a fully parallel manner. The rest of the images in Fig. 11 show some examples of
filtering performed directly on the adaptive sensor output, prior to A/D conversion.
The low-pass (LP) filtering was performed with the anisotropic diffusion network,
by setting the non-linear threshold to a very large value. Slight differences in the
images are due to the fact that the different filtering operations were performed sep-
arately, i.e., the hand moved between image captures. The adaptive sensor operation
on the MIPA4k is far from optimal; both the photodiode sensors and the locally
adaptive control scheme could be easily improved; however, it clearly demonstrates
the feasibility of the approach.

4 Binary Processing Core

The binary processing core is vitally important for implementing efficient early
image analysis operations. Useful image content data (e.g., object size, shape or
position) can be effectively determined in the binary domain after necessary grey-
scale filtering and threshold operations for reducing unimportant image content or
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for enhancing particular image properties have been carried out. Because binary
(BW) domain operations are inherently robust, the circuit implementation can be
made significantly more compact than for grey-scale operations. This also yields
good power efficiency.

The BW core in MIPA4k is very small compared to the rest of the cell cir-
cuitry, occupying approximately only 3% of the total cell area, when the static
digital memories are not taken into account. However, the BW core can imple-
ment all binary CNN operations with very robust and simple current-mode threshold
logic operations using 1-bit programmable weights [12, 40]. Although some CNN
templates have to be divided into subtasks, a single iteration can be performed
quickly (=40ns) and the 1-bit programming is fast (determined ultimately by the
global control clock frequency). The binary core can also perform local logic oper-
ations during template evaluation and is capable of performing asynchronously and
synchronously propagating neighbourhood logic operations, such as binary recon-
struction. The binary core has access to 13 static memories for storing intermediate
images and can also access binary outputs resulting from the grey-scale cores. In
addition, the binary core can be used without neighbourhood inputs to implement
local logic OR operations with 9-bit data. Space-dependent weights are stored in the
local digital memories within the MIPA4k cell.

4.1 BW Processing Core

Figure 12 shows the structure of the BW processing core within MIPA4k. A basic
description is provided here, whereas the interested reader is referred to [12] for a
broader description of the operation.

The state and output of the BW core are denoted by x and y, respectively. When
A-templates are processed, yu shown in the figure will be the same as the state,
whereas with B-templates, yu will act as the CNN input. Nodes y; and e are dynamic

transient mask and conditional inversion
BP_MASK IM_E
i

9 coefficient circuits

OUT_NEIGHBORS

TO MEMORY

Fig. 12 The BW core of MIPA4k
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memory nodes. These are used to store the output and transient mask control bits,
respectively. When the transient mask is off, the sign of the sum of bias and coeffi-
cients becomes new state x. Control signals START, X_to_Y and A_B initiate the
transient, control the writing of state to output, and control writing the output to the
coefficient circuits, respectively.

The writing of dynamic memory e is controlled by control signals SET_M and
SET_MI (either y or y is written to e). Control signals M_E and IM_FE are used to
determine whether y or y will be driven to x in case either BP- MASK (bypass mask)
or e is at an active state. Therefore, an active transient mask leaves the state of the
cell unaffected by the coefficient circuits and bias.

The left side of Fig. 12 shows the bias circuit. When control signal BIAS_MEM
is LO, the bias value is programmed globally (space independently) with control
signals SW1 and SW2. Bias is programmed to 0.5, 1.5, 2.5 or 3.5 unit currents. Bias
voltage N_BIAS is used to properly set the unit current of the bias to a desired value.
When control signal BIAS_MEM is HI, the two bits that control the magnitude of
bias come from a local memory, allowing space-dependent biasing schemes.

The right side of Fig. 12 shows the coefficient circuit of the BW cell. Bias volt-
age W determines the unit current of the coefficient circuits. When control signals
E_ABMEM and E_YUMEM are inactive, and control signal E_YU is active, the co-
efficient circuits operate conventionally: the template coefficients AB; j, i, j € [1,3]
are globally determined allowing processing with space-independent templates. On
the other hand, when all template coefficients AB; ; are turned off, and E_ABMEM
is turned on, the template coefficients are controlled by local memory, resulting in a
space-dependent template operation. Furthermore, consider that E_ABMEM is off,
and E_YUMEM is on. In this case, the template coefficients are determined globally
by AB; ;, but the coefficient circuits are controlled by the local memory instead of yu.
In addition, the output currents of the coefficient circuits are directed back into the
state of the same cell. Therefore, 9-input OR function with globally programmable
local inputs can be performed for the memory contents of the cells.

The hardware costs of including the space-dependent templates and local multi-
input OR operation are 5 transistors per coefficient circuit and 4 transistors for the
bias. Noting that all these transistors are switches, the hardware costs, including
wiring are rather low provided that a modern CMOS process is used.

The nine-input NOR operations for contents of local memory can be used for
efficient content-addressable searches in MIPA4k [13]. It is well known that the
general pattern matching template [41] can be used to find locations with a matching
neighbourhood condition. Here, the coefficient circuits operate on memory data in
contrast to neighbourhood pixels and perform the general pattern match. This makes
possible content-addressable 9-bit search by carrying out two tests in MIPA4k. The
first task is to test whether any of the supposedly HI memory contents are LO. The
second test is to find out whether any of the supposedly LO memory contents are HI.
The results of the tests are ANDed to get the final result of the content-addressable
search. These tests are carried out using OR operations for inverted and non-inverted
memory contents.
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A CNN with conventional multipliers could also carry out an associative search
by performing the required logic operations bit-serially. As this would be done at the
cost of processing time, it may be worth while to use coefficient circuits for CAM

searches for search-intensive algorithms.

4.2 Peripheral Circuits

The MIPA4k is capable of identifying regions/objects of interest (ROIs), determin-
ing their size and location, and classifying objects of interest in a multi-object scene.
At the core of this is that attention can be pointed to a part of the image plane by
a ROI processing window. The window can be used for purposes of pattern match-
ing and can be spread to different scales, to provide size invariance to some extent.
The peripheral circuits of MIPA4k are tailored to facilitate these tasks: the decoder
is controllable also by boundary cell outputs, whereas the peripheral circuits are
equipped with the capability of writing the ROI window in parallel.

4.2.1 Row/Column Access Circuitry and Parallel Write

Figure 13 shows the row access circuitry of row i excluding the dedocer and encoder
circuits [15].
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The boundary logic conveys the binary output Y (i, 1) of the boundary cell to the
row access circuitry. ¥ (i,1) can be used to control the row select signal ROW (i) the
decoder. Outputs of cascaded logic OR gates in the boundary logic circuitry, namely
the CU_R(i) signals, indicate whether there is an active decoder output in an upper
row. The CT (i) bit indicates an active boundary, and that bit can be active on only
one row at a time. The CT (i) bit is obtained from

CT(i) = ENA_BACU_R(i— 1)V CU_R(i),

where
CU_R(i)=Y(i,1)VCU_R(i—1)

and ENA_B is a signal that indicates that boundary cell controls the row select
signal.

The spreading circuits can change the states of the decoders above and below
the row of an active boundary bit CT (i). This spreading is controlled by signals
S1 — S8. For example, if S8, S4 and CT (i) are low, the decoder outputs ROW (i),
ROW (i — 8) (output of decoder eight rows above), ROW (i — 4), ROW (i + 8) and
ROW (i +4) are pulled high. Only two of signals S1 — S8 can be active at the same
time so that a maximum of five decoder outputs are high at the same time. Since the
column access circuit is similar in structure, a group of 25 cells can be simultane-
ously selected. By properly choosing the active control signals, the row and column
spreading circuits can activate different patterns of cells, where the location of the
pattern is determined by the row/column boundary bits. The activity patterns can be
scaled for window sizes ranging from 17 x 17to 5 x 5.

The periphery also has parallel write control circuitry so that object prototypes
F[1:5,1:5] can be written in parallel to the 25 cells selected by the row/column
access circuitry. The parallel write circuitry assures that the columns and rows of
the object prototype maintain their order. For example, the left column of the object
prototype F[1 : 5,1] is always written to the leftmost selected cells at all scales of
the window.

4.2.2 Processing Example Using Parallel Write

The following processing example demonstrates how the peripheral circuits work
in practice. Processing steps that are carried out using regular templates are not
described in detail here. More information on these can be found from [12] and
[41]. Figure 14a shows the input scene, obtained with the optical sensor of MIPA4k.
Threshold results of this scene are shown in Fig. 14b in a grey on black background.
The threshold result is then processed with hole filler and concave location filler
templates. The latter fills concave locations of objects to obtain a better centroid
extraction result. Centroid extraction is carried out by successively applying con-
ditional erosion operations that are sensitive to different directions. The erosion is
conditional in order not to remore the last pixel of the object [14].
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a Input scene b Threshold/centroid C  Object prototype

d Matching ON pixels e Matching OFF pixels Total match

Fig. 14 Measured processing example

Figure 14b also shows lines crossing through the object that is located highest
and leftmost in the image. These lines represent the centroid coordinates that were
extracted with a sequence of wave, and logic operations [14]. The row address is
obtained with a shadow template operation (propagates to S, W, E directions si-
multaneously) that is initiated by the centroid image, followed by edge detection
template. The one row of active pixels that result from this operation is ANDed with
the centroid image so that only pixel(s) on the highest row remain. Consecutively, a
northern shadow is taken, the result of which is ORed with the row address. After
this processing sequence, the row and column addresses of the selected centroid are
available at the boundary cells.

Figure 14c shows in grey the selected object that has been obtained with bi-
nary reconstruction template (thresholded image as mask and selected centroid as
marker). Next, the boundary logic and spreading circuits are activated and an object
prototype (a letter T in this case) is written over the selected object using the parallel
write functionality. This is shown in white in Fig. 14c. Note that in this case the 5 x 5
object prototype is extended to a window of 9 x 9. Next, object pixels are matched
using local logic operations and the result is shown in Fig. 14d. Similarly, pixels that
are OFF in the 5 x 5 object prototype are matched to the inverted object image as
shown in Fig. 14e. The results of Fig. 14d, e are ORed, and the result is shown in
Fig. 14f. The number of active pixels represents how well the object matches the
object prototype. This measure can be quantified using the global sum functionality
of MIPA4k.
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5 Speed and Power Performance

The choice of using current-mode processing leads inevitably to some static power
consumption. However, by limiting the maximal in-cell signal currents to approx-
imately 5 LA, even the worst case static current consumption per cell is relatively
low, approximately in the order of 100 pA. It has to be noted that because the static
power consumption is input-dependent, the average values are much lower.

Because the dedicated hardware makes it possible to perform efficient non-linear
grey-scale filtering operations in a single step, a low frequency global clock rate
for controlling the cell operations can be used, which helps to keep dynamic power
consumption low. Since the processing time for a single grey-scale operation can be
as low as 100-200ns, and even the duration of a worst-case propagating operation
is in the order of microseconds, real-time processing with a high frame rate can be
performed with the current inputs turned off for most of the time to save power.

The targeted accuracy of the grey-scale circuitry is in the range of 5—6 equivalent
digital bits. This is presumed to be sufficient for the low-level image operations.
The presented chip offers an excellent platform for practically investigating the ef-
ficiency and robustness of different parallel image algorithms on limited-accuracy
analog hardware.

The binary template operations are processed as described in [12]. Processing
time of the binary feedforward templates is currently limited to 40ns, which is
the control cycle of the external FPGA controller. The processing times of asyn-
chronously propagating templates depend on the type of operation. For example,
a typical hole filler transient time is 2.6 us, whereas in the processing example of
Fig. 14, the transient time of the asynchronous hollow template was 800 ns. For very
large objects, the transient time of the hollow may need to be longer.

6 Conclusions

This chapter gives an overview of a 64 x 64 mixed-mode array processor (MIPA4k).
It is a pixel-parallel processor in which each pixel (cell) has separate processing
cores for different grey-scale and binary processing tasks. MIPA4k excells at high
speed, low lag analysis of visual scenes. It can also perform low power pixel-parallel
image processing by switching the processing cores into power saving mode after
a frame has been processed. Since lots of processing capabilities are included in
each cell (yielding a large area), in this approach the array size is smaller compared
to conventional imagers. Even if the MIPA4k cell density has a lot to optimize, and
future 3D fabrication (in which different processing cores are put in different layers)
may help reduce the resolution gap, prospective applications are likely to be tailored
for below-megapixel resolutions.
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ASPA: Asynchronous—-Synchronous Focal-Plane
Sensor-Processor Chip

Alexey Lopich and Piotr Dudek

Abstract This chapter describes the architecture and implementation of a digital
vision chip, with asynchronous processing capabilities (asynchronous/synchronous
processor array or ASPA). The discussion focuses on design aspects of cellular
processor array with compact digital processing cell suitable for parallel image
processing. The presented vision chip is based on an array of processing cells,
each incorporating photo-sensor with a one-bit ADC and simple digital processor,
which consists of 64-bit memory, arithmetic and logic unit (ALU), flag register and
communication unit. The chip has two modes of operation: synchronous mode for
local and nearest-neighbour operations and continuous-time mode for global opera-
tions. The speed of global image processing operations is significantly increased by
using asynchronous processing techniques. In addition, the periphery circuitry en-
ables asynchronous address extraction, fixed pattern addressing and flexible random
access data I/0.

Keywords Vision chip - Smart sensor - Asynchronous image processing - Cellular
processor array

1 Introduction

Image processing has always been one of the main applications for parallel com-
puting. Because of data-parallelism and computational locality, the implementation
of early image pre-processing algorithms on parallel architectures can gain signif-
icant speed-up, which is expressed by the Amdahl’s law [1]. To varying degrees,
data-parallel computations are facilitated by such groups of devices as multiple in-
struction multiple data (MIMD) supercomputers, digital signal processors (DSPs),
application-specific solutions (e.g. systolic arrays) and single instruction multiple
data (SIMD) array processors.
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However, from the perspective of early vision system design, all these devices
have certain disadvantages. The cost, size and power consumption make super-
computers unsuitable for the majority of computer vision applications. The level
of concurrency provided by modern DSPs still does not fully exploit the inherent
parallelism of low-level image processing. The lack of versatility in application-
specific integrated circuits (ASICs) makes them unsuitable for general-purpose use.
SIMD arrays, which exhibit high degree of parallelism, allow a very large number
of processors to be integrated on a single chip and provide enough programmabil-
ity to accomplish a wide range of early vision tasks. Since the early developments
[2,3], such massively parallel processor arrays were demonstrated to provide a very
high performance solution for image pre-processing applications. However, they
suffer from a bottleneck caused by the data transfer between the sensor unit and
the array. To solve this problem, an integration of image sensing and processing
into a single silicon device has been considered [4, 5]. The architecture of software
programmable ‘vision chips’ is typically based on SIMD processor arrays, with ei-
ther linear processor-per-column architecture for line-by-line processing [6, 7] or
fine-grain processor-per-pixel arrays, where each cell combines a photo sensor and
a processor [8—10] (Fig. 1). The latter approach benefits from eliminating the I/O
bottleneck as the sensory data is fed directly into the corresponding processing ele-
ments (PEs). Smart sensors also benefit from small silicon area and reduced power
consumption as compared to conventional vision systems with separate sensing and
processing units.

SIMD Cellular Processor Array
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Fig. 1 A vision chip placed in the focal plane of the optical system uses a pixel-parallel array
to sense and process incoming images
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This chapter presents an example of the architecture design and implementa-
tion of a digital vision chip, based on asynchronous/synchronous processor array
(ASPA). Each processing cell of the ASPA chip is based on universal synchronous
digital architecture, but also enables generation and processing of asynchronous
locally controlled trigger-waves [11], continuous-time execution of a distance trans-
formation and global data transfers. A mixed asynchronous/synchronous approach
facilitates efficient execution of both local and global operations in a compact
massively parallel architecture. Experimental results indicate that the chip deliv-
ers real-time performance not only in low-level image pre-processing, but also in
more complex medium-level image analysis tasks.

1.1 Background

A number of research projects have been dedicated to the development of processor
array architectures. The first SIMD processor (LAPP1100) to be integrated with a
sensor array was designed in Linkdping University [12]. LAPP comprises 128 PEs,
each incorporating 14-bits of internal memory and binary processing unit. Further
development of this array resulted in PASIC processor [13] with 256 PEs, each
endowed with an arithmetic and logic unit (ALU), 8-bit shift registers and 128
bits of memory. Adding more internal memory and improving functionality has
brought further successors [14, 15]. The latest chip presented in [7], providing up
to 100 GOPS, is capable of processing images with resolution of up to 1,535 pixels
wide, which is sufficient for the majority of industrial applications. Many SIMD pro-
cessor arrays have been initially designed as image processing units separate form
the image sensor, due to difficulty in implementing large resolution arrays on a sin-
gle device. Examples include the SPAR processor described in [16], implemented
as a single chip, based on a 16 x 16 array of bit-serial PEs with 512 bits of memory
per cell. Another architecture with improved performance and explicit orientation
towards low-level image processing was described in [17]. One of the first com-
mercial realizations of a SIMD image processor was presented by Philips [18] with
latest version of its Xetal device descried in [6]. The Xetal linear processor array
was reported to achieve peak performance of 107 GOPS.

A number of integrated sensor/processor vision chips that are based on processor-
per-pixel SIMD array have also been presented in literature [8—10, 19]. It should
be noted that application-specific vision chips, e.g. [20] can provide better perfor-
mance to area/power ratio; however, in this chapter we focus only on programmable
general-purpose chips that can fulfil a wide range of image processing tasks speci-
fied by software code. All vision chips can be categorized according to the domain
in which they process image data: analogue and digital. Many analogue vision
chips such as the SCAMP [8], ACE16k [10] and MIPA4k [20] demonstrate high
utilization of silicon area and low power consumption with respect to achieved per-
formance. In contrast to analogue vision chips, their digital counterparts operate
with image data represented in digital format, which provides an absolute accuracy,
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limited only by the word length. However, digital hardware realization of arithmetic
operations usually occupies large area as compared to analogue solutions and due
to strict pixel area requirements digital design is often limited to a bit-serial ap-
proach. For example, the NSIP chip [19] contains a simple ADC, logical unit and
8-bit memory in every pixel cell. Although cells operate with binary data, simple
grey-scale operations are possible, thanks to A/D conversions in the temporal do-
main. A somewhat similar processor array architecture called PVLSAR, where in
addition to in-pixel binary operation grey-scale processing is combined with sens-
ing was reported in [21]. The latest version of the PVLSAR device incorporates
200 x 200 array of processing cells with increased internal memory of 48 bits. An-
other work described in [22] reports a 16 x 16 array binary vision chip, SRVC, with
30 x 40um? pixel pitch, where each cell can store 4 bits of data and perform basic
logic operations. A 64 x 64 digital vision chip presented in [9] contains PEs with a
3 x 8-bit memory, an adder, latches and a photo-sensor with an ADC, and the cell
pitch of 67.4 um.

1.2 Asynchronous Processor Arrays

In early image pre-processing, many algorithms have a common feature of the com-
putational locality, i.e. all pixels in the output image are calculated based on local
neighbourhood. Such algorithms have a straightforward implementation on parallel
processor-per-pixel arrays, where the pixel function is implemented in every pro-
cessing cell. The performance improvements in these systems can be as high as
O(N?) for N x N arrays when compared to serial architectures.

Yet, there are a number of algorithms that are based on a global data-flow across
the pixel network. In these algorithms, the result in each pixel, while iteratively re-
lying on local data, implicitly depends on the entire image. The most characteristic
feature in these operations is that the actual processing is carried out in the lim-
ited number of active pixels, placed at the front of the wave-propagating activity.
Figure 2 shows a simple example of closed curve detection algorithm. In this exam-
ple useful processing is occurring only in the wave front (marked by dark grey in
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Fig. 2 Asynchronous trigger-wave propagation algorithm (see text for details)
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Fig.2), whereas the rest of the array is idle. The propagation starts from the initial
corner marker and spreads across the propagation space (white pixels). Black pixels
(representing objects’ borders) prohibit the propagation, thus leaving the internal
space of closed contours ‘un-triggered’. This propagation splits the entire array into
two subsets, which consist of pixels that have been involved in the propagating activ-
ity (light grey) and pixels that remain in the original state (white). Although feasible
on SIMD arrays, due to iterative data-dependent data-flow, the wave-propagating
algorithms result in inefficient power and time consumption when executed in a se-
quential manner on such hardware, as only small subset of wave-front cells perform
useful processing at any time, while other cells still receive broadcast instructions
and must conditionally de-activate on each iteration cycle. Moreover, synchronous
iterations are relatively slow. To increase the speed of global operations, it is nec-
essary to either introduce a global reconfigurable network of interconnections or
optimize the data-flow through the pixel network. The first approach becomes very
difficult for a physical implementation due to a limited number of routing layers
for these interconnections, whereas the complexity of interconnections, which is
proportional to the processed image size, is continuously increasing. A potential so-
lution could be based on FPGA-like architectures, but would result in significant
silicon resources being utilized for flexible routing. The second approach is more
suited for VLSI implementation. A promising architecture could be based on the
array of processing cells triggered only by their local neighbours, so that they per-
form computations only when the neighbours’ states are updated. For this purpose,
asynchronous methodology provides a suitable solution, due to its inherent speed
and low latency. In addition, locally triggered asynchronous circuits simplify distri-
bution of control signals and allow cells to stay in low power mode until they are
triggered. The aforementioned merits make asynchronous approach advantageous
for realization of global image processing operations.

Consequently, to execute low- and medium-level operations in the most efficient
way, one should accommodate reconfigurable asynchronous circuitry and versa-
tile processing power into a very small area, ideally comparable with the optical
pixel pitch. A number of works explored the various approaches towards mixed
synchronous/asynchronous architecture. The NSIP chip, described in [19], contains
a 32 x 32 array of simple Boolean processors, each incorporating global logic unit
(GLU), which enables execution of global operations such as threshold with hystere-
sis and object reconstruction in a parallel asynchronous manner. We have fabricated
an evaluation chip with somewhat similar architecture of asynchronous process-
ing unit, but with optimized circuitry [11]. With each cell occupying 25 x 25 um?
of silicon area, the extrapolated performance of this chip on 128 x 128 images is
16.3 x 10° images s~! with an assumption that the worst propagation length is 128.

Another example of a synchronous vision chip with global asynchronous capa-
bilities has been reported in [23]. In addition to a conventional SIMD operation
mode, the 64 x 64 array enables reconfiguration of its hardware by chaining PEs
into a single asynchronous network. This makes it feasible to calculate the sum of
m-bit numbers during m clock cycles (provided the signal propagation delay along
the chain of cells is shorter than the clock cycle). Thus, by endowing each cell with



78 A. Lopich and P. Dudek

a full-adder the chip is also capable of performing global summation operations.
Another example of global regional computations on cellular arrays with local in-
terconnection was presented in [24]. A cellular processor array, based on so-called
‘convergent micro pipelines’, allows computing the sum over a region without a
combinatorial adder in every cell. The number of iterations in this approach depends
on the shape of the object.

The idea to match the architecture with functional concept of asynchronism has
been further explored in [25-29]. A graph-based computational model, which re-
flects fine-grain data parallelism, typical for image analysis, has been developed and
described in [26]. The model was designed for hardware or software implementation
and it was shown that some synchronous operations, such as distance transfor-
mation, computation of Voronoi diagram, watershed segmentation and opening
or closing by reconstruction can be replaced by their asynchronous analogues,
thus benefiting from operation speed-up and reduced power consumption. Some
application-specific hardware realizations were also presented in a number of re-
search works [27-30]. Reported in [28] 16 x 16 processor array not only allows
asynchronous execution of global morphological operations, but also supports lim-
ited programmability so that either dilation or erosion can be performed. Another
study for application-specific solution for asynchronous watershed segmentation has
been demonstrated in [30]. Alternative investigation on mapping fully parallel wa-
tershed segmentation algorithm onto fine-grain cellular automata can be found in
[31]. That work describes an attempt to employ a mixed synchronous/asynchronous
approach to simplify asynchronous operations, thus reducing hardware overhead for
their realization. An application-specific cellular-processor array for binary skele-
tonization has been presented in [29]. By utilizing ‘grassfire’ transformation, the
skeletons of binary images are extracted asynchronously during single iteration.

While asynchronous trigger-wave execution does provide the best power/ perfor-
mance result, it is important to realize that the physical implementation is unique
for every executed operation. In other words, it is problematic to provide ‘pro-
grammability’ for asynchronous cells and every required global operation will
need to be realized in hardware separately, thus leading to the increased cell size.
Such limited functionality and restriction on programmability make asynchronous
cellular logic networks unsuitable for general-purpose image processing on their
own. Therefore, a suitable solution for a vision chip should adopt a mixed syn-
chronous/asynchronous architecture, thus benefiting in terms of programmability
and versatility while in the SIMD mode (discrete-time, synchronous operation) and
achieving the maximum performance in global operations while configured as a
single asynchronous network.

1.3 Digital vs. Analogue Vision Chips

When designing any hardware system, it is important to define a suitable signal
processing domain, e.g. analogue, digital or mixed signal. In the case of building
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massively parallel sensor-processor arrays, this issue is especially important, as it
affects all aspects of hardware implementation.

Up until recent progress in fabrication technologies (sub-100nm feature size,
and 3D IC integration), the analogue designs had distinct advantages for building
focal-plane processor arrays. First, analogue implementation led to higher area uti-
lization. The space needed for implementation of various arithmetic functions could
be two orders of magnitude less than that in digital logic. For example, addition
and subtraction could be realised based on Kirchhoff’s current law by appropriate
wiring without any additional gates [8]. Second, quite complex nonlinear functions
can be performed with the help of a just few devices. The result is that imaging
properties (such as fill-factor and resolution) of analogue vision chips are superior
to their digital counterparts with similar functionality. However, the circuit area,
their operational speed and power consumption are directly related to the required
signal-to-noise ratio (SNR). While for analogue designs, dynamic range is restricted
by noise, for digital counterparts it is limited only by local memory. Noise also af-
fects the accuracy of analogue calculations. Device variability (mismatch), thermal
and shot noise, electromagnetic coupling and substrate noise — all these factors af-
fect the result of circuit operation. While certain types of distortion (e.g. mismatch)
can be to some extent compensated by applying differential circuit techniques or
performing additional operations, the noise imposed during analogue data manipu-
lation has an accumulative effect and eventually can significantly reduce the SNR.
In digital circuits, the noise issue is not relevant. The operation of such circuits is
robust and the only potential source of noise is during AD conversion of the photo
signal, i.e. quantisation error.

In summary, although current analogue vision chips [8, 10] are more area- and
power-efficient than the digital ones, the progress in CMOS fabrication process and
poor scalability of analogue circuits reduce their advantage making the digital de-
sign option more attractive for future massively parallel architectures.

2 Architecture

The architecture of the ASPA vision chip, shown in Fig.3, is based on a 2D
processor-per-pixel array of locally interconnected processing cells. The cells are
placed on the 4-connected rectangular grid, so that every cell is connected to its
four nearest neighbours (North, East, South and West). All cells in the array operate
in the SIMD mode, by executing instruction words (IW) broadcast by the central
controller. Both controller and vision chip program memory are stored off-chip.
Although all PEs receive identical instructions, not all of them may execute the in-
structions, thanks to local flag indicators. In addition to providing local autonomy
feature, local flags are used to constrain continuous-time operation of the array. Data
I/0O and instruction distribution is provided by peripheral instruction drivers.

Since outputting entire frames out of the sensors contribute significant part to the
overall processing time, it is important to provide the facility to extract more abstract
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Fig. 3 The ASPA chip architecture

descriptors from the sensor, thus optimizing the output throughput. This data can
include binary representations of processed image, sub-frames, coordinates of the
object, area of the segmented part of the image, presence of the object in the frame,
etc. To enable such features, the dedicated circuitry multiplexes various data into
output buffers. Random pixel access as well as flexible pattern addressing [32] is fa-
cilitated by dedicated addressing circuitry. To enable Address Event Representation
read-out mode [33], an additional functional unit, which performs asynchronous
pixel address extraction, is introduced.

When defining the architecture of the processing cell, it is important to look into
functional requirements, imposed by target applications. Early image processing al-
gorithms can be split into two categories, according to data-dependencies between
input and output results. The first group is represented by local convolutions, mor-
phological operators and other routines, where the pixel output is represented by
a function of defined local neighbourhood. In the second group, the output result
(which may not necessarily be a 2D array of values) depends on the entire image.
Although it is possible to represent such algorithms as an iterative process, where
during each iteration the pixel output is determined as a function of local neighbour-
hood data, the number of iterations is data dependent and can significantly vary for
different inputs.

To facilitate the execution of both local and global operations, the organization of
a basic cell is similar to a simple microprocessor with added functionality to support
global asynchronous data-processing (although it is necessary to identify only fun-
damental operations with a compact hardware implementation, which can be used as
a basis for the majority of global algorithms). It benefits from programmability and
versatility when in synchronous SIMD mode, and from low-power consumption and
ultra fast execution when configured as a combinatorial circuit in continuous-time
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mode. The architecture of the cell is presented in Fig.4. It comprises an 1/O port,
digital ALU, register file, flag register (FR), photo-sensing unit and auxiliary cir-
cuitry.

When in SIMD mode, the cell operates with digital values based on the register-
transfer principle. The instruction specifies source and destination for the data: for
arithmetic operations — transfer between the memory and the ALU or a shift register;
for I/O operations — transfer between memory and global I/O port; for neighbour-
hood communication — transfer between memory registers in neighbouring cells
(North, East, South, West). Additionally, the local FR supports conditional branch-
ing so that a set of cells can skip certain instructions based on local flag values.

The amount of data memory is of vital concern when designing a pixel-level PE.
On the one hand, the amount of local memory influences overall functionality and
performance of the cell. Storage capacity determines how many intermediate results
can be stored within a pixel. On the other hand, memory utilizes a significant part
of the pixel area. Therefore, it is important to find a trade-off between the memory
capacity and cell size. To set memory constraints, factors such as silicon usage area
required precision and algorithm requirements have to be considered. The first two
factors are usually constrained by external requirements. The size of the chip is
determined by parameters such as fabrication costs required image resolution and
yield. Bit-precision is set by the types of image processing algorithms executed
on a vision chip. For the majority of image processing algorithms, an 8-bit grey-
level precision is generally thought to be sufficient. Therefore, this word length is
taken as a general constraint. However, adoption of bit-serial approach removes this
limitation, i.e. it is possible to process data of arbitrary data width.

The local memory of the ASPA PE consists of five 8-bit digital general-purpose
registers (A, B, C, D, G) and two 8-bit shift registers (E, F). Analysis of in-pixel
memory usage in low- and medium-level processing shows that this amount is
sufficient for the majority of early vision applications, including basic inter-frame
analysis, where in addition to storing intermediate results during pixel data process-
ing, it is necessary to store information about the previous frame (or several frames).
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Digital registers can also be used to store binary values so that complex algorithms
based on binary processing, for example Pixel-Level Snakes [34], can be imple-
mented. Additionally, the ALU contains an 8-bit accumulator for storing temporary
data, thus every PE can store up to eight bytes of data. The processing is not re-
stricted to this width however, as it is possible to store and process data of arbitrary
width. This feature provides the flexibility of the 64-bit memory usage for bit-serial
and bit-parallel processing.

In order to optimize the processor cell area, all arithmetic operations are ex-
ecuted in bit-serial. However, local and global transfers are performed with bit
parallel data. Such feature enables certain data manipulation during transfers, in-
crease global communication throughput and improve the speed of communication
between local neighbours.

3 Circuit Implementation

3.1 Local Memory and Datapath

Internal memory in a pixel significantly contributes to the PE size. A logical choice
in attempting to minimize this impact is to base the local memory on dynamic logic,
i.e. one bit latch is based on a three-transistor memory cell.

An ith bit slice of the 8-bit wide pixel data-path, including registers A, B, C, D,
shift register E and bus controller (BC), is shown in Fig. 5. When the memory write
switch, controlled by the load signal (i.e. LA, LB, LC, ...) and gated by the Flag
signal is closed, the storage capacitance is either charged or discharged depending
on input data from a Local Write Bus (LWB;). Presented in Fig.6 is an exam-
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Fig. 5 One bit slice of the pixel data path, including local memory and bus controller
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Fig. 6 Timing diagram for data-path during basic bit transition at 100 MHz

ple of data-path operation during bit transition. During the first two clock cycles
(10-30ns), the logic ‘1’ is transferred from memory A; to B;. The following clock
cycles (30-50ns) demonstrate gating of the load instruction LB. The output of each
memory cell is connected to the corresponding bit of the precharged Local Read
Bus (LRB;). If both the stored value and read control signal (RA, RB, RC, ...)
are logic ‘1’, then the transmission path from LRB; to ground is formed so that
capacitance Cpys is discharged, otherwise the value at the output node LRB; is pre-
served. The leakage of the stored charge due to the reversed pn junction bias and
sub-threshold leakage currents will eventually corrupt the value stored in a regis-
ter; however, memory retention time is comparable with real-time frame rates and,
if required, simple data refreshment can be performed. Logic level on the LRB; is
sensed by inverter that drives input INT; of the BC. Depending on INT;, the internal
node x; is preserved to the precharged value, or discharged to logic ‘0’. The inverted
value of x; is then transferred to LWB; and to the corresponding memory element.

Apart from multiplexing internal and external data into the LWB, BC can also
perform bit-wise logic OR on input data. The inputs to the BC are a global input
(GLOB;), inverted LRB signal (INT;), and inverted LRB signals from the four
neighbours (S;,N;j, Wi, E;). Control signals (selgLop,seliNT, sels, seln, selw, selg)
specify the value to be transferred to the LWB, thus enabling the following set of
operations: GPR — GPR (ALU), Global I/O Bus — GPR (ALU), Neighbor — GPR
(ALU).

In addition to standard memory, there are two bi-directional shift registers. Based
on a modified memory cell, these registers allow data shift in both directions with
a shift-in signal. Memory cells assigned to store the most and least significant bits
(MSB and LSB) can be reconfigured to allow the two registers to act as a single
16-bit register, i.e. it is possible to shift data in two registers separately, as well
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Fig. 8 Timing diagram for two-phased register-transfer operation

as simultaneously so that the MSB of the register E is loaded into the LSB of the
register F, and vice versa (Fig. 7). This feature enables efficient execution of global
asynchronous distance transforms, unsigned multiplication and division.

The basic register-transfer operation comprises two clock cycles: precharge and
transfer. The timing diagram in Fig. 8 explains the data transfer procedure based on

simple program:

Time Code Comment
step
0: mov B,A //moves data from register A to Two commands
register B can be
0: sle E,A //left shift data from reg. A to combined
shift reg. E because both
have the

same source

1: sre E,A // right shift data from reg. A to
shift reg. E

During the precharge cycle, both the LRB and an internal node X in the BC
are precharged so that values on the LRB and the LWB are OxFF and 0x00
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correspondingly. During the transfer cycle, the data is read from specified register(s)
or accumulator to the LRB, transferred through the BC to the LWB and then loaded
into another register(s) or accumulator. At the end of the transfer cycle, when load
signals are logic ‘0’, the data is stored in the dynamic register. The communica-
tion between local neighbours is identical to local register-transfer operations and
also performed within two clock cycles. If the data from one source needs to be
transferred to a number of registers, these operations can be combined.

3.2 ALU

The ALU is designed to perform arithmetic and logic operations, so that every PE
is capable of processing integer or fixed-point data. Restricted by area constraints,
the ALU is based on bit-serial architecture. In addition, it can perform a logic XOR
operation, which extends the set of logic operations executable in each cell.

The block-diagram of the ALU is presented in Fig.9. It consists of an input
multiplexer, full subtractor (SUB), two dynamic flip-flops (DFF) for storing carry
(ACC_C) and temporary single bit result (ACC_R), demultiplexer and the accumu-
lator for the final result (ACC). The input multiplexer is connected to the LWB and
by applying control bit select signals (bsy...bs7), it is possible to choose, which bit
is currently being processed. The operation of the ALU is based on binary subtrac-
tion. The basic binary subtraction, e.g. A; — B; is executed in four clock cycles. It
is very similar to two mov operations. During the first operation, the stored value
in register B is read to the LWB. The appropriate ith bit is then selected and stored
in the ACC_R and subsequently applied to the input B of the subtractor. The sec-
ond operation reads value from register A, transfers it to the LWB, and similar to
the previous one, multiplexes ith bit to the input A of the subtractor. The output of
the subtractor will now hold the result of binary subtraction A; — B; and on the next
clock cycle it will be stored in the ith bit of the ACC.

In order to perform addition, a subtraction of one operand from zero is required
to form a negative number. Multiplication and division could be realized by shift-
and-add and shift-and-subtract algorithms, respectively. However, in cases when
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Fig. 9 Bit-serial ALU
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a register value is multiplied by a constant (e.g. a X B, where a — constant, B —
register), it is convenient to utilize the representation of this constant in binary for-
mat as a = Y.q;2', so that multiplication a X B = B X Y a;2! is realized by a limited
number of shift operations and additions or subtractions. Simple analysis shows that
multiplication by any factor smaller that 20 takes a maximum of two arithmetic and
six shift operations.

3.3 Flag

The conditional execution of broadcast instructions is implemented by introducing
an activity flag mechanism. Conditional operation is based on the fact that some
instruction lines contain pass transistors, which are controlled by a flag value. If the
PE has flag set to logic ‘0’, the following instruction signals are ‘ignored’ until flag
is reset back to logic ‘1°.

The schematic diagram of the FR is shown in Fig. 10. The flag value can be
selected based on three inputs: carry (C), propagation (P) and binary output from
the photo-sensor (PIX). These inputs are selected by corresponding signals SFC,
SFP and SFX. The actual flag value is stored on the node Fg,,, which is connected
to the gates of pass transistors on flagged instruction lines. Two control signals RIFL
and RFL define whether complement or direct value of the specified input is trans-
ferred to Fi,,. During unconditional operation, Fy,, is continuously precharged by
setting SFG, RFL and RIFL to logic ‘0’. If a conditional instruction such as if C
(or if !C)is met, then SFG, SFC, RFL (or RIFL) are set to ‘1°, so that value C
(1C) appears at node Fy,,. The FR is also used for random access pixel addressing.
The pixel is selected when both SELcqr and SELgow are logic ‘0.

For the purpose of design optimization, conditional execution is only applied to
load operations (LA, LB, LC, LD, LSE, LE, RSE, LFE, LE, RFE, LG) and instructions
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controlling the flow of asynchronous propagations (PFL, PL, PG). In addition, it
controls one register-read operation (RD) to enable division operations, flexible data
transfers and data output. In other words, if a conditional instruction is met, pixels
where Fg,; is logic ‘0’ still execute all read and arithmetic operations, but ignore all
memory write commands. Such approach reduces the number of ‘pass’ transistors
and correspondingly the design size, yet at the price of limited power optimization.

Nested conditions can be realized only with complement flag values, i.e. if !C
or if !P, because every such condition is expected to define a subspace of the
space defined by the previous conditional operation. This is only possible when
the node Fy,, is discharged since this operation can only reduce the number of
previously flagged pixels.

The simple scenario of conditional operation looks as follows:

if C // ... set SFG, SF2 and RFL to logic 'l’
mov a,b
add b, c

endif //... set SFG, SF2 and RFL to logic '0’

An example of nested conditional branching code is listed below. After the Fy,,
value is set based on P flag, the following instructions are executed only in those
pixels, where P is logic ‘0’. The second conditioning is performed on complement
value of the C flag. If C is logic ‘0’, the Fj, node will keep the value set by previous
operation 1f ! P, otherwise if C =‘1’ the Fy,, will be discharged, the following in-
struction will be ignored. In other words, operations sub g, d and shl e, g will
be performed only in pixels, where both C and P are logic ‘0’ (e.g. if !P && !C).

if!p // ... set SFG,SF1 and RIFL to logic ‘1’
mov a,b //set SF1,RIFL back to logic '0’
add b, c

if !C //SF2 and RIFL to logic ‘1’
sub g, d
shle,g

endif //... set SFG,SF2 and RFL to logic 'O’

3.4 Photo Sensor

A photo sensing circuit in every PE is based on a photodiode followed by a simple
voltage comparator (Fig. 11). The photo detector works in an integration mode. The
voltage across photodiode Vpp is compared to the reference voltage V. The in-
verted value of the comparator output is transferred to PIX input of the FR. Based on
this flag indicator, a digital value that corresponds to light intensity can be written to
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Fig. 11 Photo sensor circuit

Vbias .

Vout

photodiode

Fig. 12 Light intensity to vt
digital data conversion V., =0 pre-charge

discharge

dda reference

voltage

\'A
re

photodiode
voltage

A%

PD

binary |
output |

Voul

global .
digital OxFF mmmmm: Pix=f(at)
counter

|
|4#>| SAMPLE

~V

a corresponding GPR. For grey-level conversion, the binary threshold is performed
at different times (Fig. 12) and/or with multiple Vs levels. Signal pixOFF is used
to turn off the biasing currents when the sensor is not accessed.

During reset phase, Vies and Vi, are set into logic ‘0’ so that switches Mgjop
and Mjy, are closed and capacitance Cpp is charged with Vpp = Vgq,. While Vg is
broadcast globally to all PEs at the same time, Vjy is a locally controlled signal con-
nected to LRB7. Such configuration enables local control over pixel reset/integration
time. From a functionality perspective, it allows additional processing, e.g. adaptive
sensing and data compression while sensing.

The relationship between light intensity, exposure time and photodiode voltage
can be approximated by a linear equation (1). Here, L is light intensity, 7 is time after
precharge stage, a is a constant.

Vep = Vada —a X L X t. (1)
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The real relationship is not always linear (especially in corners of the range) due
to non-linearity of the photodiode capacitance and photosensitivity; however, this
problem can be addressed by appropriate calibration. Hence for a linear relation be-
tween the counter value and light intensity, a non-linear counter sequence must be
used [35]. From the functionality perspective, the time-domain conversion allows
wide dynamic range sensing and additional processing during photocurrent integra-
tion, which can be efficiently used for adaptive sensing.

3.5 Data l/O

The ASPA chip provides random access data I/O operations. The data to be output
must be placed in the register dedicated for global read out. The difference between
this register and others is that the read operation of this register is controlled by the
flag, so that only addressed pixels output data, whereas other pixels outputs are in
high impedance state. In practice, data from any GPR or accumulator can be output,
but because they are output to the same bus, the result value would be logic OR of all
the outputs. The procedure of outputting data to the global bus is identical to local
register-transfer operation, but instead of writing to a local register, the SELgLop
signal is set to logic ‘1’ and data from the LRB is transferred to the precharged
global data bus (GDB) by discharging it. In a similar way (through a precharged bus,
the local flag value is output to the global flag bus and then to the central controller.

ASPA chip also supports a flexible random-access addressing mode [32] that
provides access to individual pixels, blocks of pixels and pixel patterns. Column
and row addresses are represented by two 8-bit words: ‘Select Word” and ‘Select X
Word’. ‘Select Word’ is the conventional address, e.g. COLggr, =‘0001’ represents
first column. ‘Select Word X represents don’t care values or a part of the address
that can be represented both by zeroes and ones. An example of address formation
is illustrated in Fig. 13. As a result of the illustrated operation, a set of addresses
representing first and fifth column or row is obtained.

The addressing can be therefore divided into three modes.

Mode 1: This mode is used for individual pixel addressing. In this case, none of
the Select Word X signals is used. This mode is usually used for output and input of
image data.

Address Formation
00000001 | Select Word
00000100 | Select Word X
00000X01
00000001

Result

I
I
I
I .

: | Rows (column)

Fig. 13 Formation of address : 00000101 ! Selected :

word
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Mode 1 Mode 2 Mode 2

(0,0) column="0010" (0,0) column="010X" (0,0) column="XXXX"
row="0100" row="00XX" row="010X"
Mode 3 Mode 3 Mode 3

(0,0) column="0X10" column="0XX0" (0,0) column="0X0X"
row="0X00" row="0XX0" row="01X0"

Fig. 14 Flexible pixel addressing

Mode 2: This mode is used for pixel block selection. For such operation, the least
significant bits of Select Word X are set to logic ‘1’ (Fig. 14). In order to select
the entire array Select Word X is set to ‘11111111°, thus making the result address
XXXXXXXX’. As follows from its description, this mode is used for block pixel
processing.

Mode 3: This mode is used for periodic pixel selection. It is achieved by setting
the most significant bits into a don’t care value. Let us assume that the address
is represented by an N-bit vector and m most significant bits are set to a don’t
care value. Let us also assume that N—m least significant bits represent the deci-
mal value k,k < 2¥~™. Then this address word will correspond to the primitives
(rows or columns) with following addresses: k,2V ™" 4k, 2 x 2N =" 4k, 3 x 2N =" 4
k,...,(2m=1)2N=™ + k. Essentially, it represents the sequence of addresses with pe-
riod 2V This mode can be used for linear discrete transformation, 2D block data
distribution, multiresolution image processing and processor clustering.

3.6 Periphery

One of the frequently used tasks in image processing is pixel search algorithm.
The conventional approach to this problem is based on binary tree search algo-
rithm, with the complexity of O(log, N). Being one of the fundamental operations
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Decoder Data Flow

I
T
JULLLLLLLLLLLLLLL

0
EH G 0 ]
TT LT T

| Address Decoder ]

Fig. 15 Asynchronous address extraction. The periphery circuits extracts xpi, and ymi, coordi-
nates of segmented objects

in medium-level image analysis, it is beneficial to have this frequently used routine
hardware optimized. A simple peripheral circuit that enables instant address ex-
traction of pixels with smallest column and row indices previously marked by flag
indicators is introduced in ASPA in order to enable AER readout mode.

The schematic diagram of the circuit and corresponding data flow for an example
image are illustrated in Fig. 15. In the figure, a; represents the value of the ith col-
umn (row) flag bus. The data asynchronously transforms according to the following
equations:

C():biza()
dy = en—+cy
bi=ai-¢i—1
ci = b;

di=en+b;_1+c;.

The data transition is presented in Fig. 15. The output vector d is then encoded to
represent an address of the column/row with the minimum index among the marked
pixels. The column can then be selected and followed by similar operation for rows
to achieve (x,y) coordinates of the object.

3.7 Instruction Set

Due to its SIMD architecture, the program for the ASPA chip effectively corre-
sponds to the program for an individual cell, with some exceptions for global oper-
ations. The ASPA instruction set comprises register-transfer operations (including
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global transfers), conditional branching, arithmetic operations, global asynchronous
operations and photo-sensing instructions. Presented in Table 1 are a number of most
common instructions for an individual PE. It should be emphasized that it does not
cover the full range of possible operations, as different operations can be combined
together and form a new operation. For example, it is possible to run asynchronous
propagations and perform the register-transfer operation at the same time.

3.8 Layout

The layout of a complete cell is presented in Fig. 16. The basic structures of the cell
such as registers, BC, ALU and FR are marked.

The prototype design was fabricated in 0.35um 4-metal CMOS technology,
which at the time of design was the most cost-effective way to fabricate the pro-
totype ICs. Overall dimensions of the cell are 100 x 117um? (thus providing cell
density of 85 cells mm~2) with 11.75 x 15.7 um? utilized as a photo-sensor. As the
main purpose of this chip was to test the processing functionality of the architecture,
the sensing part was given less priority. Therefore, the achieved fill-factor of ~2% is
relatively small. Potentially, the area of the sensor could be extended underneath the
wiring reaching 810 um?, which would provide fill-factor of more than 7%. Further
improvement of the apparent fill-factor could be achieved by placing in-situ micro
lens above each cell.

The PE circuitry consists of 460 transistors, 94% of which are n-type transistors
(most of them have minimum size), which results in high transistor density, espe-
cially in memory elements. The basic memory cell occupies 3.6 x 8.7 um? so that
40 bits of internal memory (not including the shift registers and the accumulator)
occupy 18 x 70um? or only 10% of the pixel area. Since the memory elements are
based on dynamic logic, the majority of charge storing nodes were shielded from
the instruction lines by the ground plane to avoid cross coupling.

The microphotograph of the ASPA chip is provided in Fig. 17. A 19 x 22 PE
array has been fabricated on a 9mm? prototype chip. It should be emphasized that
this architecture is scalable, i.e. array size may vary, although attention has to be paid
to the periphery instruction drivers, since for larger arrays the load capacitance and
resistance on instruction wires that go across entire array increases proportionally.
Operating at 2.5V, each cell consumes 63.04uW, so that the entire array provides
38 GOPS/W for grey-scale operations. The extrapolated energy efficiency in asyn-
chronous operations is approximately 2.5 TOPS/W (0.4 pJ/cell per propagation).
Operating at 75 MHz, the ASPA chip delivers 15.6 GOPS for binary and 1 GOPS
for grey-scale operations. In spite of the relatively large cell size and falling behind
analogue designs in terms of power efficiency, a fully digital approach promises
simple adaptation to much finer technology, resulting in small pitch and reduced
power consumption.

While designing a compact processing cell based on digital architecture, one of
the major challenges is the complicated routing of wires carrying control and data
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Propagation
Photo-sensol ALU Flag Register Chain

"y

SR TPLETET
Register Bank
(A,BLC.D,G)

Bus Controller Precharger Shift Register (E,F)
Fig. 16 Layout of the PE in standard 0.35um CMOS technology

signals. The estimated area in the ASPA chip used only for routing (without any
active logic) is approximately 32% of the cell area. Most of this area is used for
routing of global and local data lines. It suggests that for a fabrication process with
up to four metal layers, the area excess brought by digital bit-parallel architecture is
significant and for an area effective solution one should look at either fully bit-serial
or analogue architectures. However, our designs indicate that if we consider a fabri-
cation process with six metal layers instead of four, the cell area can be reduced by
more than 30%. Therefore, it can be concluded that the area utilization for digital
design improves with advanced technology that provides more routing layers. We
have recently designed a similar processor array [36] in 0.18 um technology achiev-
ing 363.1cellsmm 2. Further improvements in cell density are expected on finer
technologies, considering 1,600 cellsmm ™2 to be achievable on 65 nm.

Sub-100nm technologies will require additional solutions to counter high leak-
age currents in dynamic registers and stronger crosstalks. However, small retention
time can be addressed by a memory refresh routine, which may represent relatively
small performance sacrifice compared to the achieved benefits.
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Fig. 17 Microphotograph of the ASPA

4 Image Processing

4.1 Local Operations

The main benefit of general-purpose vision chips is their software-programmable
architecture, so that a wide range of image processing algorithms can be coded in
software. The main difference between coding for conventional serial microproces-
sors and SIMD parallel processor arrays is that in the latter case the program is
interpreted from the point of view of individual processing cell, with the exception
of global operations. From this perspective, the approach to developing image
processing code has to be adjusted. As an example, the comparison of code for basic
binary threshold (with threshold level 128) on serial and pixel-parallel architectures
is presented in Fig. 18.
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SIMD Processor Array

— Pirtit 1 Pirtj 1 Pirtist [—
RISC
Microprocessor
i — Pt 1 Pi [ Pin [
— Pitjt 1 Py [ Pitjpt [—
Serial Code ASPA Parallel Code
for (i=0;i<N;i++) sub A,B,128
for (3=0;3j<M;j++) mov A, #0
(A(i,j)=B(i,J)-128; if Ic
A(i,j)=A(i,j)>12821:0) mov A, #1

Fig. 18 Different approach towards code development for serial and parallel architectures

The instruction set for ASPA vision chip consists of local instructions executed
by every cell, and global instructions involving either periphery units or asyn-
chronous data manipulation on the array. Every cell supports the set of basic op-
erations necessary to implement convolutions and filtering. Some examples of basic
image preprocessing with corresponding execution times are presented in Fig. 19.

Because all data is represented and processed in digital domain, it is straight-
forward to verify the results versus numeric simulations. A significant number of
useful morphological image processing algorithms deal with images represented in
binary format (binary dilation, erosion, skeletonization) and the ASPA can execute
many of these tasks in an efficient way. Code examples for Sobel edge detection,
smoothing (these are performed on grey-scale images in 3 x 3 neighbourhood) and
closing operations are presented in Fig. 19a—d.

4.2 Global Pixel-Parallel Operations

4.2.1 Trigger-Wave Propagation

Apart from local operations, the ASPA chip supports global binary trigger-wave
propagation, which is a basic global operation that can be used for geodesic
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sub B,0,A
shl E,B
sub B,E,A,loc,east Ay
sub B,B,A,loc,west Ay
shl E,B A-24,,
sub B,0,B
sub E,E,B,loc,north
sub B,B,E,south,loc /
shr E,B
shr F,E //F=B/4
shr E,F /F=B/8
shr F,E //F=B/16
sub B,0,A
shl E,A
sub C,E,B,loc,east
sub C,C,B,loc,west
sub D,B,B,north,south  /D=Cy-Cs
sub acc,B,B,south,north Juce= Cs-Cy
if IC
mov D,acc  /D=[CsCyl
endif

sub C,E,B,loc,north
sub C,C,B,loc,south

//C= E-By=2A+Ay
//C= G-Bs= 24+ Ax+ As

sub E,B,B,east,west JE=Ci-G;
sub acc, B, B,west, east Nace= Ce=Cyy
if C
mov E,acc  /E=|CrCi|
5.5us endif
— sub B,D,E /B~ result
C L
- = ™
= - -.
= L] or B,A,all JB=A+ Ayt Ayt At A,
o inv C,B /c=
1 L] or D,C,all Oyt GGt €y
inv C,D J/C=D=CFCo#C# CyCy=B.By- BBy B,y
L S
: L] . - =
u 1 L]
130ns
—
mov E,0x00 VE=0
if C Hor other relevant flag
mov E,0xFF /if C E=0xFF
endif
shl E,E,all /) E=(E+EytE+EghE,)>> 1
156ns
—

Fig. 19 Low-level image processing in ASPA: (a) smoothing; (b) Sobel edge detection; (c) recon-
struction by closing; (d) asynchronous distance transformation

reconstruction, hole filling (Fig. 20) and as part of more complex algorithms [37].
Although such operation can easily be implemented in synchronous fashion as
an iterative process, such realization is inefficient in terms of power and overall
performance, as the number of required iterations should cover ‘worst case’, e.g.
O(n x m) for n x m image. With the propagation delay of 0.76 ns per pixel, the equiv-
alent synchronous implementation on ASPA in an iterative manner would require
operation at 2.7 GHz (two operations per cell).
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Fig. 20 Global operations on the ASPA chip: (a) geodesic reconstruction; (b) asynchronous hole
filling

4.2.2 Distance Transformation

By utilizing the features of the BC and shift registers, it is possible to perform sim-
ple processing while transferring data between cells. In particular, it is possible to
perform a simplified version of the increment operation.

Let us consider the value ‘11111111’ being stored in one of the two shift registers
present in a PE. A shift left operation will translate this value to ‘11111110°. By
applying this operation m times (m < 9), we will achieve m zeroes in least significant
bits. Let us consider the chain of PEs with the shift register F of the processing
cell PEj; loaded with ‘11111111 (Fig.21). In other PEs, register F is loaded with
‘00000000°. Then, a simple distance transform can be computed by reading the
shift register and loading it with data from the neighbours at the same time (shl
E,EN,Eg,Es,Ew). If necessary, an additional step can be employed to interpret the
value as a binary number. The zero value indicates that processing cell PEj .y is
out of range of 7-pixel radius.

Taking into account that the BC executes a bitwise OR operation, it is easy to
notice that this operation, when extended to a 2D array, provides a minimum func-
tion in the context of operated numbers (Fig.22). The minimum is selected among
the values of four neighbours and local data. Let us consider the processing of bi-
nary images (Fig. 18d). If we assign OxFF to all the background pixels, 0x00 to
foreground pixels and perform the operation described above, we will achieve a
distance map using city block distance within 8 pixel range (OxFF corresponds to
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Fig. 21 Asynchronous distance transform
Register Data Interprete
HEX BIN d Distance
OxFF [11111111 0
OxFE [11111110 1 Minimum operation
0xFC [11111100 2 11111100 | 2
0xF8 | 11111000 3 :;;;gggg ‘7‘
0xFO [ 11110000 4 OR ] NRVIIN
11111100 | 2
0xEO [ 11100000 5
0xCO [ 11000000 6
0x80 [ 10000000 7
0x00 | 00000000 | out of range

Fig. 22 Binary data interpretation during asynchronous transitions

distance 0, 0x00 — to 8). If necessary, the full distance map can be calculated by ap-
plying the above procedure consequently [R/8] + 1 times, where R is the maximum
object radius.

4.2.3 Object Localization

There are a number of algorithms that require a fast location of the object, segmented
from the background. Let us consider a simple example of address extraction with
two segmented objects (Fig.23a). In order to locate all objects in the image, it is
necessary to execute the following steps:

1.

~N O\ W

Set flag for marked objects: 2 operations (Fig. 23a);

. Read out flags and perform global OR operation: 1 operation;

. Terminate if there are no marked pixels, i.e. OUT =0xFF(1 operation);

. Read out extracted column-address(Fig.23b): 1 operation; (addr = 3);

. Select the propagation space (dark grey in Fig. 23c): 1 operation;

. Select 3rd column (light grey in Fig. 23c): 1 operation;

. Run propagation from selected pixels in the propagation space (black in

Fig. 23d) and store propagation flag: 1 operation;

. If propagation flag is ‘1’, read out flags, i.e. extract the row-address (Fig. 23e):

1 operation;

. If propagation flag is ‘1°, remove the marker: 1 operation;
. Goto1;
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Fig. 23 Coordinate extraction: (a) Two marked objects are selected; (b) The flags of selected
objects are read globally, and the coordinate of the most left flagged pixel is extracted; (c) Objects
are selected (dark grey) as a propagation space, third column is selected (light grey), propagation
is initiated from the intersection of two selections (black); (d) Left object is selected; (e) Same as
(b) for row-address; (f) Left object is unmarked; (f=j) are same as (a—e) but for the second object

In the presented example, this procedure is repeated for each object. At the end of
this operation, coordinates of objects’ borders are extracted. Extracting the boundary
box of one binary object takes 18 clock cycles at 75 MHz clock or 240 ns. It should
be noted that only one iteration is required for address extraction, as the flag values,
which form the address value, are read in step 2 and there is enough time for signal
to propagate across address extraction circuit.

The above-described basic global operations can be efficiently used as a part
of computationally expensive algorithms, such as skeletonization, object tracking,
recognition and watershed transformation [37].

5 Conclusions

The main challenge in early vision is high computational load, as the processing
time is generally proportional to the image pixel resolution. Medium-level process-
ing algorithms (e.g. object reconstruction, segmentation) pose further challenges.
However, the high degree of data-parallelism motivates the design of an efficient
yet compact massively parallel fine-grain processor-per-pixel architecture that fills
the gap between image sensing and high-level processing. Such a device naturally
maps onto parallel data structure and performs sensing, preprocessing and interme-
diate image analysis on a single die, outputting mainly essential image descriptors.

In order to achieve this goal, it is important to enable efficient execution of the
global operations, which form the basis for many medium-level processing algo-
rithms. The majority of complex algorithms can be efficiently decomposed into
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a small set of basic global operations, such as binary trigger-wave propagation,
distance transformation, global summation, address extraction and global data trans-
fer. The main benefit of these operations is that they can be implemented with
relatively small hardware overhead and executed in asynchronous, single-step man-
ner, thus significantly increasing overall performance. Yet, despite significant speed-
up, it is important to estimate the area efficiency of asynchronous design, as global
operations contribute only a part in overall preprocessing.

The solution presented in this chapter combines synchronous and asynchronous
approaches in order to extend the range of vision chip applications from low-
to medium-level image processing. The chip contains a 19 x 22 general-purpose
processor-per-pixel array, whose functionality is determined by a program, broad-
cast by an off-chip controller. While serving as a proof-of-concept design, it demon-
strates the feasibility of efficient global operations, executed in an asynchronous
manner.
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Focal-Plane Dynamic Texture Segmentation
by Programmable Binning and Scale Extraction

Jorge Fernandez-Berni and Ricardo Carmona-Galan

Abstract Dynamic textures are spatially repetitive time-varying visual patterns that
present, however, some temporal stationarity within their constituting elements. In
addition, their spatial and temporal extents are a priori unknown. This kind of pattern
is very common in nature; therefore, dynamic texture segmentation is an important
task for surveillance and monitoring. Conventional methods employ optic flow com-
putation, though it represents a heavy computational load. Here, we describe texture
segmentation based on focal-plane space-scale generation. The programmable size
of the subimages to be analysed and the scales to be extracted encode sufficient in-
formation from the texture signature to warn its presence. A prototype smart imager
has been designed and fabricated in 0.35 um CMOS, featuring a very low-power
scale-space representation of user-defined subimages.

1 Introduction

Dynamic textures (DTs) are visual patterns with spatial repeatability and a cer-
tain temporal stationarity. They are time varying, but some relations between their
constituting elements are maintained through time. Because of this, we can talk
about the frequency signature of the texture [1]. An additional feature of a DT is
its indeterminate spatial and temporal extent. Smoke, waves, a flock of birds or tree
leaves swaying in the wind are some examples. The detection, identification and
tracking of DTs is essential in surveillance because they are very common in natural
scenes. Amongst the different methods proposed for dynamic texture recognition,
those based on optical flow are currently the most popular [2]. Optic flow is a
computationally efficient and natural way to characterize the local dynamics of a
temporal texture. This is the case for weak DTs, which become static when referred
to a local coordinate system that moves across the scene. However, the recognition
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of strong DTs implies a much greater computational effort. For these textures,
which possess intrinsic dynamics, the brightness constancy assumption associated
with standard optical flow algorithms cannot be applied. More complex approaches
must be considered to overcome this problem. Recently, interesting results have
been achieved by applying the so-called brightness conservation assumption [3].
However, this method means heavy computational load and the subsequent high en-
ergy consumption. For a particular type of artificial vision systems, a power-efficient
implementation of dynamic texture recognition is mandatory. Wireless multimedia
sensor networks [4] are an obvious example. These networks are composed of a
large number of low-power sensors that are densely deployed throughout a region
of interest (ROI) to capture and analyse video, audio and environmental data from
their surroundings. The massive and scattered deployment of these sensors makes
them quite difficult to service and maintain. Therefore, energy efficiency must be a
major design goal to extend the lifetime of the batteries as much as possible.

We propose an approach that does not rely on heavy computation by a general-
purpose processor, but on an adapted architecture in which the more tedious tasks
are conveyed to the focal plane to be realized concurrently with the image capture.
This results in a simplified scene representation that carries, nevertheless, all the
necessary information. In this scheme, redundant spatial information is removed at
the earlier stages of the processing by means of simple, flexible and power-efficient
computation at the focal plane. This architecture encodes the major features of the
DTs, in the sense that the spatial sampling rate and the spatial filter passband limits
are programmed into the system. This permits to track textures of an expected spa-
tial spread and frequency signature. The main processor operates then on a reduced
representation of the original image obtained at the focal plane, thus its computa-
tional load is greatly alleviated.

2 Simplified Scene Representation

2.1 Programmable Binning and Filtering

In general, existing research on dynamic textures recognition is based on global
features computed over the whole scene. A clear sign of this fact is that practi-
cally all the sequences composing the reference database DynTex [5] contain only
close-up sequences. It does make sense, in these conditions, to apply strategies of
global feature detection. However, in a different context, e.g., video-surveillance,
textures can appear at any location of the scene. Local analysis is required for
texture detection and tracking. One way of reducing the amount of data to be pro-
cessed is to summarize the joint contribution of a group of pixels to the appropriate
medium-size-feature index. Let us consider the picture in Fig. 1a, which depicts a
flock of starlings. It is known that these flocks maintain an internal coherence based
on local rules that place each individual bird at a distance prescribed by their wing
span [6]. This is an example of self-organized collective behavior, whose emergent
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Fig. 1 Binning and filtering applied to a scene containing a flock of starlings

features are characterized by a set of physical parameters such as flock density. We
can estimate the density of the flock — more precisely, the density of its projected
image — by conveniently encoding the nature of the object into the spatial sampling
rate and the passband of the spatial filter selected to process the subimages.

The first step is then to subdivide the image into pixel groups that, for the sake
of clarity, will be of the same size and regularly distributed along the two image
dimensions (Fig. 1b). Then, if the image size is M x N pixels, and the image is
divided into equally sized subimages, or bins, of size m X n pixels, we will end
in a representation of the scene that is 1/R times smaller than the original image,

being:
my /n
r=(51) (%) M

The problem is conveyed now to finding a magnitude that summarizes the in-
formation contained in each m x n-pixel bin and is still useful for our objective of
texture detection. In the case of the starling flock density, a measure of the number of
birds contained in a certain region of the image can be given by the high-frequency
content of each bin. Notice that features of a low-spatial frequency do not represent
any object of interest, i.e., bird, but details belonging to the background. Therefore,
the value of each bin, represented in Fig. 1c, can be defined as the quotient:

3 _ Ly Eu (k)
O SwEu(k)

where k € {1,...,M/n} andl € {1,... ,N/n}. Also, k = (u,v) represents the possi-
ble wave numbers and each summand Ey,; (K) is the energy associated with frequency
k, computed within the bin indexed by (k,7). This is a spatial highpass filter normal-
ized to the total energy associated with the image bin. If V;; is the value of the pixel
located at the ith row and jth column of the bin, and also, V,,,, is the component
of the spatial DFT of the bin corresponding to u and v reciprocal lengths, the total
image energy associated with the bin is:

@)

m—1n—1 . m n
SEak) =Y > Val =3 > Vijl*. (&)
vk u=0v=0 i=1j=1

The result is an estimation of the bird density at a coarser grain than the full-size
image, avoiding pixel-level analysis.
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2.2 Linear Diffusion as a Scale-Space Generator

As already described, apart from the appropriate binning that sets the interesting
feature size and geometrical ratio, a suitable filter family is needed to discriminate
the spatial frequency components within each subimage. Let us consider that an
image is a continuous function evaluated over the real plane, V(x,y), that assigns
a brightness value to each point in the plane. If this brightness is regarded as the
concentration of a scalar property [7], the flux density is proportional to the gradient
and oriented in the opposite direction. The diffusion equation:

AV (x,y,1)

_ 2
at _DV V(xayat) (4)

follows from continuity considerations, i.e., no sources or sinks of brightness are
present in the image plane. The original image is assumed to be the initial value
at every point, V (x,y,0). Then, applying the Fourier transform to this equation and
solving in time:

V(k,1) = V(k,0)e 4TIk Dr (5)

what represents, in the reciprocal space, the transfer function of a Gaussian filter:
2+21Kk|12
G(k;0) =e¢ 27 oK (6)
whose smoothing factor is related to the diffusion duration ¢ through:

o =V2Dt. (7

Hence, the larger the diffusion time, #, the larger the smoothing factor, o, thus,
the narrower the transfer function (Fig. 2), and so, the smoother the output image.
Gaussian filters are equivalent to the convolution with Gaussian kernels, g(x,y; o),
of the reciprocal widths:

12

1 o o 7x/2+\
g(x,y;G)*V(x,y):MGz/f A Vix=x,y—=y)e 207 dddy’. (8

These kernels hold the scale-space axioms: linearity, shift invariance, semi-group
structure, and not enhancement of local extrema. This makes them unique for

Glk:ay) Glk; o) [0 Glk; 73)

. A\ f 0] < 03 < 03

Fig. 2 Gaussian filters of increasing o
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scale-space generation [8]. Scale-space is a framework for image processing [9]
that makes use of the representation of the images at multiple scales. It is useful in
the analysis of the image, e.g., to detect scale-invariant features that characterize the
scene [10]. Different textures are noticeable at a particular scale, &, which is related
to the smoothing factor:

tE=o’ )

However, convolving two large images or, alternatively, computing the FFT, and
the inverse FFT, of a given image with a conventional processing architecture repre-
sents a very heavy computational load. We are interested in a low-power focal-plane
operator able to deliver an image representation at the appropriate scale.

2.3 Spatial Filtering by a Resistor Network

Consider a grid composed of resistors like the one depicted in Fig. 3a. Let V;;(0) be
the voltages stored at the grounded capacitors attached to each node of the resistor
grid. If the network is allowed to evolve, at every time instant each node will satisfy:
dv;;
T—

dr
where T = RC. Applying the spatial DFT, for a grid of M x N nodes, we arrive to:

= —4Vij+Virj+Viej+ Vi + Vi1, (10)

quv %
T? = -4 |:Sin2 (%) +Sin2 (%)} Vuv~ (11)

Notice that V,, represents the discrete Fourier transform of V;;, which is also discrete
in space. Therefore, u and v take discrete values ranging fromOto M —1 and N — 1
respectively. Solving (11) in the time domain, we obtain:

Vi (1) = Vi (0)e~ ¥ [sin® (57 ) +sin ()] (12)

Fig. 3 Resistor network supporting linear diffusion (a) and its MOS-based counterpart (b)
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what defines a discrete-space version of the Gausian filter in (6) given by:

Gu(0) = e7262[sin2(%)+sin2(ﬂ)]’ (13)
where now ¢ = /2t /7. This function approximates quite well the continuous-space
Gaussian filter at the lower frequencies and close to the principal axes of the recip-
rocal space. At higher frequencies, specially at the bisectrices of the axes, i.e., when
u and v both become comparable to M and N, respectively, isotropy degrades as the
approximation of sin?(ru/M) and sin?(zv/N) by (nu/M)? and (mv/N)?, respec-
tively, becomes too coarse.

3 VLSI Implementation of Time-Controlled Diffusion

3.1 MOS-Resistor Grid Design

Resistive networks are, as we have already seen, massively parallel processing
systems that can be employed to realize spatial filtering [11]. But a true linear re-
sistive grid is difficult to implement in VLSI. The low sheet-resistance exhibited
by the most resistive materials available in standard CMOS renders too large areas
for the necessary resistances. A feasible alternative is to employ MOS transistors
to replace the resistors one by one. They can achieve larger resistances with lesser
area than resistors made of polysilicon or diffusion strips. In addition, by control-
ling the gate voltage, their resistance can be modified. They can also be operated
as switches, thereby configuring the connectivity of the network. This substitution
of resistors by MOS transistors, however, entails, amongst others, linearity prob-
lems. In [12], the linearity of the currents through resistive grids is achieved by
using transistors in weak inversion. The value of the resistance associated with each
transistor is directly controlled by the corresponding gate voltage. This property of
current linearity is also applicable even if the transistors leave weak inversion as
long as all of them share the same gate voltage [13]. Linearity is not so easy to
achieve when signals are encoded by voltages as in Fig. 3a. The use of MOSFETSs
operating in the ohmic region instead of resistors is apparently the most simple
option [14]. However, the intrinsic non-linearity in the I-V characteristic leads to
more elaborated alternatives for the cancellation of the non-linear term [15], even to
transconductor-based implementations [16].

For moderate accuracy requirements, though, the error committed by using MOS
transistors in the ohmic region can be kept under a reasonable limit if the elementary
resistor is adequately designed. For an estimation of the upper bound of this error,
let us compare the circuits in Fig. 4. They represent a 2-node ideal resistor grid and
its corresponding MOS-based implementation. The gate voltage V is fixed and we
will assume, without loss of generality, that the initial conditions of the capacitors
fulfill V;(0) > V,(0), being V;(0) = V{(0) and V»(0) = V;(0). We will also assume
that the transistor is biased in the triode region for any voltage at the drain and source
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Fig. 4 A 2-node ideal resistive grid (a) and its MOS-based implementation (b)

terminals, that will range from Vpni, to Vinax. The evolution of the circuit in Fig. 4a is
described by this set of ODEs:

= ——al
Cd;?: Vl(l);Vz(l) (14

av]
CF = —Gm[Vi(t) = V3(1)] (15)
av;
CF = GuVi(t) V()]
by making use of the following transconductance:
Gy = knSn {2 (Vo = V) = [VI(0) + Vo ()] }, (16)

where k, = ,u,,C(’,x /2 and S,, = W /L. This transconductance remains constant during
the network evolution, if we neglect the substrate and other second order effects, as
the sum V] (¢) 4+ V}(t) remains the same because of charge conservation. Therefore,
and given that the charge extracted from one capacitor is ending up in the other, we
can define the error in the corresponding node voltages as:

{v{(;) =Vi(t) + &(t) an

Vy(t) = Val(t) — (1)

or, equivalently:

e(t) = V{(t);Vz/(l‘) _Vl(t);VZ(”' (18)

Because of our initial assumptions, V;(0) = V{(0) and V,(0) = V'2(0), we have
that £(0) = 0. Also, the stationary state, reached when ¢ — o, renders £(e0) = 0, as
Vi (o) = Va(e0) and V] (o) = V;(co). Therefore, there must be at least one point in
time, let us call it #ex; in which the error reaches an extreme value, either positive or
negative. In any case, the time derivative of the error:

de

_1 2e(r)
dt T T (19

[Vi(t) = Va(1)] (1 — GmR) —
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must cancel in fex(, resulting in an extreme error of:

1
E(text) = 5 [V{(text) = V3 (text) | (1 — GmR) - (20)
Notice that for GpR = 1 the error is zero at any moment. This happens if the tran-
sistor aspect, Sy, is selected to match the resistance R through:

1
kiR {2(Ve— Vi) — [V{(0) +V4(0)] }

Sn ey

and the current values of V/(0) and V;(0) add up to the same V/(0) + V;(0) with
which S, was selected. Unfortunately, this will very seldom happen. And because
we do not know a priori where within the interval [Viyin, Vinax] are V{(0) and V;(0),
neither V| (fex;) and Vj (fex;), we are interested in a good estimate of the largest pos-
sible error within the triangle AABC (Fig. 5), delimited by points A : (Viin, Vinin)»
B: (Vinax, Vmin)»> C : (Vimax, Vmax ). This is because one of our initial assumptions was
that V{(0) > V;(0), and this condition is maintained until these voltages identify at
the steady state.

Let us express this error, & = €(fext), as a function of Vl’x = V/(tex) and VZ’X =
Vj (text). It can be done because the sum V] (¢) + V;(t), present in the definition of
G\, 1s constant along the evolution of the network, therefore also at fex:

eV V3 ) ==V =V3 ) {1—kSuR[2(V6—V1,)— (V{_+V5)]}.  (22)

1
2

S_,, A
Nmax
!
VZJ
I
S0 = R Vo = Vi) = Ve V)]
<— .
A (Vo Vo) K € : (Vi Vi)

S”min

AABC

B: (VW,VM,;,,)
!
¥

Fig. 5 Error estimate for practical values of S,
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Then, any possible extreme of sx(Vl’x7V2’X) must be at a critical point, i.e., a point in
which Ve, (V] ,V, ) = 0. But the only one that can be found in AABC is a saddle
point. Therefore, we can only talk of absolute maxima or minima, and they will be
at the borders of the triangle (Fig. 5). More precisely at sides AB and BC, given that
&, = 0 along side AC, at points:

Vi = Vinax Vi =Vo—Vg,— _2kngn = 23
Vl/x =Ve—Vr, - 2k,,1S,,R V2/x = Vinin
and their values are:
| 1 k.S, 1 2
Ex = 3kn nR (Vmax_VG+VTn+_)
max 2 2knS,R (24)

2
€x|min == %an’lR (Vmin —Vo+Vp, + 2k,i§‘,,R> ’

Notice that increasing or decreasing S, has antagonistic effects in the magnitude of
€| and & . (Fig.5). Therefore, the optimal design is obtained for:

max min
S, = ! (25)
" knR [Z(VG - VT,,) - (Vmax + Vmin)]
which minimizes the maximum error, rendering [17]:
. 1 (Vmax - Vmin)z
min (max|&|) = (26)

E VG _ VTy, _ Vmax;FVmin

Notice that the design space is limited by the extreme values of S, those beyond
which the target resistance R fall outside the interval of resistance values that can be
implemented within the triangle AABC that represents all the possible values that
can be taken by V| and V, . These extrema are:

— 1
Snmin o 2knR (VG 7VTn 7Vmin)

Simax = . :
"tmax 2knR (VG —V1,, —Vmax

Notice also that if one chooses to select S, = (S, ;. + Snn.)/2 — led by the ground-
less intuition that it will render the smallest error as it is at equal distance from the
two extremes of the design space —, this will yield suboptimal design, as the opti-
mum S, expressed in (25), is notably below the midpoint. It is also worth taking into
account that (26) represents a conservative upper bound of the maximum error that
is going to be achieved by optimal design. This is because we have not considered
the relation between V() and V,(¢) imposed by (15):

27)

2Gy

Vi (text) — V3 (text) = [V{(0) = V;5(0)] e~ 7 Text, (28)
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This means that not all the possible values contained in AABC, defined on the
Vi =V, plane, not V{(0) — V;(0), will be covered by all the possible trajectories
of the circuit. Thus, by equating (19) to zero after having substituted the trajectories
by their actual waveforms, z.x; is obtained:

T In GMR
let = 5 5—F%H 7 29
o GMR—1 29
and the exact value of the error in the extreme is then given by:
V{(0) —V;(0 _(SmR
8([ext) — M (1 _ GMR) (GMR) (GMRfl) . (30)

2

Unfortunately, to obtain the position of the extreme error in a closed form from this
equation is not possible, but numerically we have confirmed that the S, rendering
the smallest error is the one expressed in (25).

3.2 Extrapolated Results for Larger Networks

The results described above have been applied to the design of a 64 x 64 MOS-based
resistive grid. Simulations have been realized using standard 0.35 um CMOS 3.3V
process transistor models in HSPICE. The signal range at the nodes is [0-1.5 V],
wide enough to evidence any excessive influence of the MOSFET non-linearities in
the spatial filtering. V is established at 3.3 V. We aim to implement an array of ca-
pacitors interconnected by a network of resistors with a time constant of T = 100 ns.
For that we will assume a resistor of R = 100k and a capacitor of C = 1 pF. S}, is
obtained according to (25). But this equation does not take into account the substrate
effect, or in other words, S, is not only depending on the sum Viax + Vinin but also
in the specific values of the initial voltages at drain and source that render the same
sum. For a specific value of S, and the same V{(0) + V;(0), the resistance imple-
mented can vary +5%. We have selected W = 0.4 um and L = 7.54um,' which
result in an average resistance of 100k€Q for all the possible initial conditions ren-
dering the optimum sum, i.e., Vimax + Vinin-

The initial voltage at the capacitors is proportional to the image intensity dis-
played at Fig. 6a. A MOS-based resistor network runs the diffusion of the initial
voltages in parallel with an ideal linear resistor network. The deviation is measured
via RMSE (Fig. 7) and reaches a maximum soon after the beginning of the diffusion
process. The state of the corresponding nodes in both networks at this point, dis-
played in Fig. 6b, c, can be compared, Fig. 6d—f. The maximum observed RMSE for

! This transistor length lies out of the physical design grid, which fixes the minimum feature size
to be 0.05 um. We are using it here as illustrative of the design procedure.
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Fig. 6 (a) Original image, (b) MOS-diffused image at instant of maximum error, (¢) image dif-
fused by resistor network, (d) absolute error, (e) absolute error multiplied by 10, (f) absolute error
normalized to maximum individual pixel error
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Fig. 7 RMSE of the MOS-based grid state vs. resistor grid state: (a) w/o mismatch, (b) Monte
Carlo with 10% mismatch

the complete image is 0.5%, while the maximum individual pixel error is 1.76%.
This error remains below 0.6% even introducing an exaggerated mismatch (10%) in
the transistors’ V7, and p, (Fig. 7b). 2

2 Global deviations within the process parameters space have not been considered. In that case, the
nominal resistance being implemented differs from the prescribed 100 k€.
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3.3 Diffusion Duration Control

Implementing a Gaussian filter, (13), by means of dynamic diffusion requires a pre-
cise control of the diffusion duration, 7, given that the scale, &, i.e., the square of the
smoothing factor, is related to it through:

E==. (31)

Therefore, to filter the image with a Gaussian function of scale £ means to let the
diffusion run for = & /2s. The actual value of T is not important, as long as the
necessary resolution of 7 for the required & is physically realizable. Actually, & is not
determined by ¢ itself, but by the quotient 7/7. In other words, a different selection
of R and C will still render the same set of s as long as the necessary fraction
of 7 can be fine tuned. Implementing this fine control of the diffusion duration is
not a trivial task when we are dealing with 7s in the hundred-nanosecond range. To
provide robust sub-7 control of the diffusion duration, the operation must rely on
internally, i.e., on-chip, generated pulses. Otherwise, propagation delays will render
this task very difficult to accomplish.

We propose a method for the fine control of ¢ based on an internal VCO. This
method has been tested in the prototype that we describe later in this chapter. The
first block of the diffusion duration control circuit is the VCO (Fig. 8a). It consists
of a ring of pseudo-NMOS inverters in which the load current is controlled by Vs,
thus modifying the propagation delay of each stage. As the inverter ring is composed
by an odd number of stages, the circuit will oscillate. A pull-up transistor, with a
weak aspect ratio, has been introduced to avoid start-up problems. Also, a flip-flop
is placed to render a 50% duty-cycle at the output. This circuit provides an internal
clock that will be employed to time pulses that add up to the final diffusion duration.

The main block of the diffusion control is the 12-stage shift register. It will store
a chain of 1s, indicating how many clock cycles the diffusion process will run. The
clock employed for this will be either externally supplied or driven by the already
described internal VCO.? The output signal, diff ctrl in Fig. 8b, is a pulse with
the desired duration of the diffusion, which is delivered to the gates of the MOS-
resistors.

3.4 Image Energy Computation

For real-time detection and tracking of dynamic textures, we will be interested in a
simplified representation of the scene. It can be constructed from the filtered image

3 The aim of the internal VCO is to reach a better time resolution than an external clock. For
programming the appropriate sequence into the SHR, an external, and slower, clock is usually
preferred.
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Fig. 8 (a) 15-stage inverter ring VCO and (b) diffusion control logic

by first dividing it into subimages, usually of the same size. Each subimage is then
represented by a number that encodes information related to the spatial frequency
content of the subimage. This number is the image energy, as defined in (3). The
energy of the image bin can be expressed as a function of time:

m—1n—1 m n
Eq(t)=Y Eqkt) = 3 [Vu)? =X 3 Vij(t)]? (32)
vk u=0v=0 i=1j=1

meaning that the energy of the image at time ¢ accounts for the frequency compo-
nents that have not been filtered yet. In terms of the dynamics of the resistor grid, the
total charge in the array of capacitors is conserved but, naturally, the system evolves
towards the least energetic configuration. Therefore, the energy at time ¢ indicates
how the subimage has been affected by the diffusion until that exact point in time.
The longer ¢ the less of Ej;(0) will remain in Ey; (7). The energy lost between two
consecutive points in time during the diffusion corresponds to that of the spatial fre-
quencies filtered. Notice also that changing the reference level for the amplitude of
the pixels does not have an effect beyond the dc component of the image spectrum.
A constant value added to every pixel does not eliminate nor modify any of the spa-
tial frequency components already present, apart from changing the dc component.

To analyse the presence of different spatial frequency components within a par-
ticular bin of the image, we would need to measure the energy of the bin pixels once
filtered. Remember that for analysing a particular band of frequencies we will sub-
tract two lowpass-filtered versions of the image. In this way, only the components of
the targeted frequency band will remain. This will allow for tracking changes at that
band without pixel-level analysis. The hardware employed to calculate the energy of
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Fig. 9 In-pixel energy Sk
computing circuit

the bins at the pixel-level (Fig. 9) consists of a transistor, Mg, that converts the pixel
voltage to a current that is proportional to the square of the voltage, and a switch Sg
to control the amount of charge that will be subtracted from the capacitor Cg that
realizes charge-to-voltage conversion. All the Cgs within the bin will be connected
to the same node. At the beginning, all of them are pre-charged to Vrgr. Then, for
a certain period of time, Tg, the transistor Mg is allowed to discharge Cg. But be-
cause the m x n capacitors of the bin are tied to the same node, the final voltage
representing the bin energy after ¢ seconds of diffusion will be:

Vi (1) = Veer = == 3 3 [Vij (1) = Vi, . (33)

We are assuming that all the Mgs are nominally identical and operate in saturation.
The offset introduced by V7, does not affect any spatial frequency other than the dc
component. Deviations occur from pixel to pixel due to mismatch in the threshold
voltage (Vr,,), the transconductance parameter (kg), and the body-effect constant
(78, not in this equation). These deviations are area dependent; therefore, transistor
ME is tailored to keep the error in the computation within the appropriate bounds.
Also, mobility degradation contributes to the deviation from the behavior expressed
in (33), which will ultimately limit the useful signal range.

4 Prototype Texture Segmentation Chip

4.1 Chip Description and Data

The floorplan of the prototype chip is depicted in Fig. 10. It is composed of a mixed-
signal processing array, concurrent with the photosensor array, intended to carry out
Gaussian filtering of the appropriate scale, within user-defined image areas. In addi-
tion, the total energy associated with each image bin is calculated. On the periphery,
there are circuits for bias and control of the operation. The outcome of the pro-
cessing can be read out pixel-by-pixel in a random access fashion. The value of the
pixel is buffered at the column bus and delivered to either an analog output pad or
an on-chip 8-bit SAR ADC.

The elementary cell of the analog core (Fig. 11) was described in [18]. It contains
a diffusion network built with p-type MOS transistors. The limits of the diffusion
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areas are column-wise and row-wise selected, enabled by the appropriate connection
pattern. In this way, scale spaces can be generated at different user-defined areas
of the scene. The pulse which determines the duration of the diffusion can either
be put in externally or generated internally, as mentioned in Sect.3.3. The main
characteristics of the chip are summarized in Table 1. A microphotograph of the
prototype chip with a close-up of the photosensors is shown in Fig. 12.

Table 1 Prototype chip data

Technology 0.35 um CMOS 2P4M
Vendor (process) Austria Microsystems (C350PTO)
Die size (with pads) 7280.8 um x 5780.8 um
Pixel size 34.07 um x 29.13 um
Fill factor 6.45%

Resolution QCIF: 176 x 144 px
Photodiode type n-well/p-substrate
Power supply 33V

Power consumption (including ADC) 1.5mW

Internal clock freq. range 10-150 MHz

ADC throughput (I/O limit) 0.11MSas™! (9usSa~!)
Exposure time range 100 ps—500 ms

anin g

TINII
i

-

Fig. 12 Microphotograph of the prototype chip
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4.2 Linearity of the Scale-Space Representation

As expected from simulations, the use of MOS transistors instead of true linear re-
sistors in the diffusion network (Fig.3b) achieves moderate accuracy even under
strong mismatch conditions. However, the value of the resistance is implemented by
the transistors and therefore the value of the network time constant, 7, is quite sen-
sitive to process parameters. To have a precise estimation of the scale implemented
by stopping the diffusion at different points in time — recall that & = 2¢/7 — the ac-
tual 7 needs to be measured. We have provided access to the extremes of the array
and have characterized 7 from the charge redistribution between two isolated pixels.
The average T measured is of 71.1 ns (+1.8%). Attending to the technology corners,
the predicted range for T was [49, 148] ns. By reverse engineering the time constant,
using (25), the best emulated resistance (Req) is obtained. Once 7 is calibrated, any
on-chip scale space can be compared to its ideal counterpart obtained by solving the
spatially discretized diffusion equation corresponding to a network consisting of the
same Cs and resistors of value Req. To generate an on-chip scale space, a single im-
age is captured. This image is converted to the digital domain and delivered through
the output bus. It becomes the initial image of both the on-chip scale space and the
ideal scale space calculated off-chip. The rest of the on-chip scale space is generated
by applying successive diffusion steps to the original captured image. After every
step, the image is converted to digital and delivered to the test instruments to be
compared to the ideal image generated by MATLAB (Fig. 13). The duration of each

t = Ons t = 40ns t = 100ns t = 400ns t = 800ns t = 1500ns

Fig. 13 Comparative of scale spaces along the time. The first row corresponds to the on-chip scale
space, the second one corresponds to the ideal scale space and finally the third one corresponds to
their normalized difference
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diffusion step is internally configured as sketched in Sect. 3.3. A total of 12 steps
have been realized over the original captured image. Six of them are represented in
Fig. 13 (first row) and compared to the ideal images (second row). The last row con-
tains a pictorial representation of the error, normalized in each case to the highest
measured error on individual pixels, which are 0%, 24.99%, 19.39%, 6.17%, 3.58%
and 6.68%, respectively. It can be seen how FPN eventually becomes the dominant
error at coarse scales. Keep in mind that this noise is present at the initial image of
both scale spaces, but it is only added to each subsequent image of the on-chip scale
space because of the readout mechanism. The key point here is that the error is kept
under a reasonable level despite no FPN post-processing being carried out. This
fact, together with the efficiency of the focal-plane operation, is crucial for artificial
vision applications under strict power budgets. Two additional issues are worth to
be mentioned. First of all, the accuracy of the processing predicted by simulation
[17] is very close to that of the first images of the scale space, where fixed pattern
noise is not dominant yet. Second, it has been confirmed for this and other scenes
that the second major source of error in the scale space generation comes from uni-
form areas where the pixel values fall on the lowest extreme of the signal range.
The reason is that the instantaneous resistance implemented by a transistor when its
source and drain voltages coincide around the lowest extreme of the signal range
presents the maximum possible deviation with respect to the equivalent resistance
considered. The point is that, in such a situation, the charge diffused between the
nodes involved is very small, keeping the error moderate despite the large deviation
in the resistance.

4.3 Subsampling Modalities

Finally, as a glimpse into the possibilities of the prototype, independent scale spaces
were generated within four subdivisions of the focal plane programmed into the chip
(Fig. 14). Because of the flexible subdivision of the image, the chip can deliver from
full-resolution digital images to different simplified representations of the scene,

Fig. 14 Independent scale spaces within four subdivisions of the focal plane
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Full-resolution image Binning Foveation

Fig. 15 Example of the image sampling capabilities of the prototype

which can be reprogrammed in real time according to the results of their processing.
As an example of the image subsampling capabilities of the chip, three different
schemes are shown in Fig. 15. The first one corresponds to the full-resolution rep-
resentation of the scene — it has been taken in the lab, by displaying a real outdoor
sequence in a flat-panel monitor. The second one represents the same scene after ap-
plying some binning. In the third picture, the ROI, in the center, is at full resolution
while the areas outside this region are binned together. The binning outside the ROI
becomes progressively coarser. This represents a foveatized version of the scene in
which the greater detail is only considered at the ROI, and then the grain increases as
we reach further. From the computational point of view, this organization translates
into important computing resources savings.

5 Conclusions

This chapter has presented a feasible alternative for focal-plane generation of a scale
space. Its intention is to realize real-time dynamic textures detection and track-
ing. For that, focal-plane filtering with a resistor grid results in a very low-power
implementation, while the appropriate image subdivision accommodated to the size
of the targeted features also contributes to alleviate the computing load. A method-
ology for the design of the MOS-based resistor network is explained, leading to
optimal design of the grid. Also, the means for a simplified representation of the
scene are provided at the pixel level. These techniques have been applied to the de-
sign of a prototype smart CMOS imager. Some experimental results confirming the
predicted behavior are shown.

Acknowledgements This work is funded by CICE/JA and MICINN (Spain) through projects
2006-TIC-2352 and TEC2009-11812, respectively.
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A Biomimetic Frame-Free Event-Driven
Image Sensor

Christoph Posch

Abstract Conventional image sensors acquire the visual information time-
quantized at a predetermined frame rate. Each frame carries the information from
all pixels, regardless of whether or not this information has changed since the
last frame had been acquired. If future artificial vision systems are to succeed in
demanding applications such as autonomous robot navigation, high-speed motor
control and visual feedback loops, they must exploit the power of the biological,
asynchronous, frame-free approach to vision and leave behind the unnatural lim-
itation of frames: These vision systems must be driven and controlled by events
happening within the scene in view, and not by artificially created timing and control
signals that have no relation whatsoever to the source of the visual information: the
world. Translating the frameless paradigm of biological vision to artificial imaging
systems implies that control over visual information acquisition is no longer being
imposed externally to an array of pixels but the decision making is transferred to
the single pixel that handles its own information individually. The notion of a frame
has then completely disappeared and is replaced by a spatio-temporal volume of
luminance-driven, asynchronous events. ATIS is the first optical sensor to combine
several functionalities of the biological ‘where’- and ‘what’-systems of the human
visual system. Following its biological role model, this sensor processes the visual
information in a massively parallel fashion using energy-efficient, asynchronous
event-driven methods.

1 Introduction

State-of-the-art image sensors suffer from severe limitations imposed by their very
principle of operation. Nature suggests a different approach: Highly efficient biolog-
ical vision systems are driven and controlled by events happening within the scene

C. Posch (=)
AIT Austrian Institute of Technology, Vienna, Austria
e-mail: Christoph.Posch@ait.ac.at

A. Zarandy (ed.), Focal-Plane Sensor-Processor Chips, 125
DOI 10.1007/978-1-4419-6475-5_6, (©) Springer Science+Business Media, LLC 2011


Christoph.Posch@ait.ac.at

126 C. Posch

in view, and not — like image sensors — by artificially created timing and control
signals that have no relation whatsoever to the source of the visual information: the
world. Translating the frameless paradigm of biological vision to artificial imaging
systems implies that control over the acquisition of visual information is no longer
being imposed externally to an array of pixels but the decision making is transferred
to the single pixel that handles its own information individually.

1.1 Neuromorphic Information Processing

Despite all the impressive progress made during the last decades in the fields of
information technology, microelectronics and computer science, artificial sensory
and information processing systems are still much less effective in dealing with real-
world tasks than their biological counterparts. Even small insects still outperform
the most powerful computers in routine functions involving for example, real-time
sensory data processing, perception tasks and motion control and are, most strik-
ingly, orders of magnitude more energy efficient in completing these tasks. The
reasons for the superior performance of biological systems are still only partly un-
derstood, but it is apparent that the hardware architecture and the style of neural
computation are fundamentally different from what is state-of-the-art in artificial
synchronous information processing. Very generally speaking, biological neural
systems rely on a large number of relatively simple, slow and unreliable processing
elements and obtain performance and robustness from a massively parallel princi-
ple of operation and a high level of redundancy, where the failure of single elements
usually does not induce any observable system performance degradation.

The idea of applying computational principles of biological neural systems to
artificial information processing exists since decades. The earliest work from the
1940s introduced a neuron model and showed that it was able to perform com-
putation [1]. Around the same time, Donald Hebb developed the first models for
learning and adaptation [2]. In the late 1980s, Carver Mead demonstrated [3-5] that
modern silicon VLSI technology can be employed in implementing circuits that
mimic neural functions and fabricate building blocks that work like their biological
role models i.e., neurons, axons, ganglions, photoreceptors, etc., thus enabling the
construction of biomimetic artifacts that combine the strengths of modern silicon
VLSI technology with the processing abilities of brains. These observations revo-
lutionized the frontier of computing and neurobiology to such an extent that a new
engineering discipline emerged, whose goal is to design and build artificial neu-
ral systems and apply them for example, for vision systems, auditory processors or
autonomous, roving robots. The field is referred to as “neuromorphic engineering.”
Neuromorphic systems, as the biological systems they model, are adaptive, fault
tolerant and scalable and process information using energy-efficient, asynchronous,
event-driven methods.



A Biomimetic Frame-Free Event-Driven Image Sensor 127

Representing a new paradigm for the processing of sensor signals, the greatest
success of neuromorphic systems to date has been in the emulation of sensory signal
acquisition and transduction, most notably in vision. Since the seminal attempt to
build a “silicon retina” by Mahowald and Mead in the late 1980s [6], a variety of
biomimetic vision devices has been proposed and implemented [7].

1.2 Biological Vision

In the field of imaging and vision, two remarkable observations are to be made:
biology has no notion of a frame — and the world, the source of most of the visual
information we are interested in acquiring, works asynchronously and in continuous
time. The author is convinced that biomimetic asynchronous electronics and signal
processing have the potential — also, and maybe especially, in fields that are histor-
ically dominated by synchronous approaches as it is the case for artificial vision,
image sensing and image processing — to reach entirely new levels of performance
and functionality, comparable to the ones found in biological systems. Furthermore,
the author believes that future artificial vision systems, if they want to succeed in de-
manding applications for example, autonomous robot navigation, high-speed motor
control, visual feedback loops. must exploit the power of the asynchronous, frame-
free, biomimetic approach.

Studying biological vision, it has been noted that there exist two different types
of retinal ganglion cells and corresponding retina-brain pathways in the, for exam-
ple, human retina: X-cells or Parvo-cells and Y-cells or Magno-cells. The Y-cells are
at the basis of what is named the transient channel or the Magno-cellular pathway.
Y-cells are approximately evenly distributed over the retina. They have short la-
tencies and use rapidly conducting axons. Y-cells have large receptive fields and
respond transiently, especially when changes — movements, onsets, offsets — are in-
volved. The X-cells are at the basis of what is called the sustained channel, or, the
Parvo-cellular pathway. X-cells are mainly concentrated in the fovea, the center of
the retina. The X-cells have longer latencies and the axons of X-cells conduct more
slowly. They have smaller receptive fields and respond in a sustained way. X-cells
are most probably involved in the transportation of detailed pattern, texture and color
information [8].

It appears that these two parallel pathways in the visual system are specialized
for certain types of visual perception:

e The Magno-cellular system is more oriented toward general detection or alerting
and is referred to as the “where” system. It has high temporal resolution and is
sensitive to changes and movements. Its biological role is seen in detecting for
example, dangers that arise in the peripheral vision. Magno-cells are relatively
evenly spaced across the retina at a rather low spatial resolution and are the pre-
dominant cell type in the retinal periphery.
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e Once an object is detected, the detailed visual information (spatial details, color)
seems to be carried primarily by the Parvo-system. It is hence called the “what”
system. The “what” system is relatively slow, exhibiting low temporal, but high
spatial resolution. Parvo-cells are concentrated in the fovea, the retinal center.

Practically, all conventional frame-based image sensors can functionally be
attributed to the “what” system side, thus completely neglecting the dynamic
information provided by the natural scene and perceived in nature by the Magno-
cellular pathway, the “where”-system. Attempts to implementing the function of the
Magno-cellular transient pathway in an artificial neuromorphic vision system has
recently led to the development of the “Dynamic Vision Sensor” (DVS) [9-11]. This
type of visual sensor is sensitive to the dynamic information present in a natural
scene; however, it neglects the sustained information perceived by the Parvo-cellular
“what”-system.

1.3 Learning from Nature

For solving real-world problems, from an engineering perspective, it is not strictly
necessary to build functionally accurate copies of biological neural systems but de-
vise neuromorphic systems that exploit key principles in the context of the available
technology — which is very different from biology. In vision, the biomimetic par-
allel signal processing approach utilizes the possibility of integrating processing
elements in each pixel of an imaging array and merging low-level signal processing
operations, mainly some type of feature extraction, with the classical analog pho-
toreceptor circuitry. Further exploiting the concepts of biological vision suggests
a combination of the “where” and “what”-system functionalities in a biomimetic,
asynchronous, event-driven style. A visual device implementing this paradigm could
open up a whole new level of sensor functionality and performance, and inspire a
new approach for image data processing. A first attempt towards this goal is de-
scribed here. ATIS, an synchronous, time-based image sensor, is the first visual
sensor that combines several functionalities of the biological “where” and “what”
systems with multiple bio-inspired approaches, such as event-based time-domain
imaging, temporal contrast dynamic vision and asynchronous, event-based infor-
mation encoding and data communication.

Technically, the imager incorporates an array of asynchronous, fully autonomous
pixels, each containing event-based change detection and pulse-width-modulation
exposure measurement circuits. The operation principle ideally results in highly
efficient lossless video compression through temporal redundancy suppression at
the focal-plane, while the asynchronous, time-based exposure encoding yields ex-
ceptional dynamic range, signal-to-noise ratio, fixed-pattern noise performance and
temporal resolution along with the possibility to flexibly optimize trade-offs in re-
sponse to differing application demands.
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2 Limitations to Solid-State Imaging

Continuous advances in deep-submicron CMOS process technology allow building
high-performance single-chip cameras, combining image capture and advanced on-
chip processing circuitry in the focal plane. Despite all progress, several problems
with solid-state imaging remain unresolved and performance is limited, mostly due
to physical constraints of fabrication technology and operating principles.

2.1 Temporal Redundancy

Conventional image sensors acquire visual information in the form of image frames,
time-quantized at a predetermined frame rate. Each frame conveys the information
from all pixels, regardless of whether or not this information, or a part of it, has
changed since the last frame had been acquired. This method obviously leads, de-
pending on the dynamic contents of the scene, to a more or less high degree of
redundancy in the acquired image data. Acquisition and handling of these dispens-
able data consume valuable resources and translate into high transmission power
dissipation, increased channel bandwidth requirements, increased memory size and
post-processing power demands.

One fundamental approach to dealing with temporal redundancy in video data is
frame difference encoding. This simple form of video compression includes trans-
mitting only pixel values that exceed a defined intensity change threshold from
frame to frame after an initial key-frame. Frame differencing is naturally performed
off-sensor at the first post-processing stage [12, 13]; yet, a number of image sensors
with focal-plane frame differencing have been reported [14—17]. However, all these
frame differencing imagers still rely on acquisition and processing of full frames of
image data and are not able to self-consistently suppress temporal redundancy and
provide real-time compressed video output. Furthermore, even when the process-
ing and difference quantization is done at the pixel-level, the temporal resolution of
the acquisition of the scene dynamics, as in all frame-based imaging devices, is still
limited to the achievable frame rate and is time-quantized to this rate. One major ob-
stacle for sensor-driven video compression lies in the necessity to combine a pixel
identifier and the corresponding grayscale value and implement conditional readout
using standard array scanning readout techniques.

A natural approach to autonomous suppression of temporal redundancy, and
consequently sensor-driven video compression, is pixel-individual exposure on-
demand, based on asynchronous, pixel-autonomous change detection. The problem
of efficient, combined transmission of pixel addresses and intensity values can be re-
solved by using time-based exposure measurement and asynchronous, event-based
information encoding and data communication [7, 18, 19]. This fully asynchronous
operation, in addition, avoids unnatural time-quantization at all stages of image data
acquisition and early processing.
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The device described here implements this approach and achieves highly efficient
sensor-driven ideally lossless video compression, delivering high-quality streaming
video with compression factors depending essentially only on scene activity.

2.2 Dynamic Range and Signal-to-Noise Ratio

The dynamic range (DR) of an image sensor is defined as the ratio of the maximum
processable signal and the noise floor under dark conditions. Conventional CMOS
active pixel sensors (APS) are based on some variation on the 3T or 4T voltage-
mode pixel. In the standard APS scheme, the exposure time and the integration
capacitance are held constant for the pixel array. For any fixed integration time,
the analog readout value has a limited signal swing that determines the maximum
achievable DR as

V2
DR = 10lo o 1
vlos (dearkwr%setw&ut)’ .
where Vg is the maximum allowed voltage at the integration node and Vgark, Vieset
and V¢ are darkcurrent, reset (k7C) and readout noise voltages, respectively.

Most voltage (and current) mode image sensors exhibit a saturating linear
response with a DR limited to 60—70dB. Both the signal saturation level and the
noise floor are essentially constrained by the fabrication process. Light from natural
scenes can span up to 140dB of DR, ranging from 1 mlx up to 10klx and more.
According to notable experts in the field, it is clear that high DR imaging will
dominate the market in the near future [20].

The signal-to-noise ratio (SNR) as an important criterion for image quality is
defined as the quotient of the signal power and the average noise power:

SNR = 10log Vi )
de rk + V2 + Vr%cset + V2

aj photo out

with Vjpoo representing the photocurrent shot noise. Since the photocurrent shot
noise is the dominant noise source for moderate and high light illumination condi-
tions, (2) can be approximated as:

Cp - Vi
SNR =~ 10log (M> , 3)
q

where Cp is the photodiode integration capacitance and g the elementary charge.
Because the SNR is proportional to the integration voltage Vs;g, in conventional APS
image sensors with a fixed integration time for all pixels, the image quality strongly
depends on the illuminance.
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2.2.1 Time-Domain Imaging

To overcome the standard image sensor’s DR and SNR limitations, several ap-
proaches have incorporated the dimension of time, in one form or another, as a
system variable. While some designs use either variable integration times or time-
dependent well capacities to increase DR [21-23], other designs are based on
directly measuring the time it takes the photocurrent to produce a given voltage
change at the sense node. This technique is commonly called time-domain or pulse
modulation (PM) imaging.

In PM imaging, the incident light intensity is not encoded in amounts of charge,
voltage, or current but in the timing of pulses or pulse edges. Dual to the voltage-
mode pixel, the “integration-time”-mode pixel connects the sense node to a com-
parator which toggles state when Vi, goes beyond some reference value Vies. The
state is reflected in the binary signal Vi, which may be connected to an output bus
and/or fed back to the reset transistor (Fig. 1). If an external signal Vieg is used to
reset the sense node, the pixel operates as a timer. If the loop is closed to connect the
comparator output to the reset transistor, the pixel becomes an oscillator which gen-
erates pulses on the V,,,; node at a frequency inversely related to the integration time.
PM imaging can thus be coarsely classified into two basic techniques, namely pulse
width modulation (PWM) encoding and pulse frequency modulation (PFM) encod-
ing (Fig. 1). References [24-26] dating from 1996 onwards report early PWM image
sensor implementations. The first PFM circuit was reported by Frohmader et al. [27]
in 1982. The first PFM-based image sensor was proposed in 1993 [28] and demon-
strated in 1994 [29]. Both schemes allow each pixel to autonomously choose its own
integration time. By shifting performance constraints from the voltage domain into
the time domain, DR is no longer limited by the integration voltage swing.
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Fig.1 Time-domain encoding of pixel exposure information: PWM (a) and PEM (b)
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Fig. 2 Comparison of the signal-to-noise ratio of a standard voltage-mode APS pixel and a time-
domain pixel vs. illuminance

DR in PWM exposure encoding is given by the simple relation

t.
DR = 20log Inax _ 20log % 4)

I, min tint,min

where the maximum integration time #nmax is limited by the darkcurrent (typically
seconds) and the shortest integration time by the maximum achievable photocurrent
and the sense node capacitance (typically microseconds). DR values of the order of
100-120dB have been reported for various PWM imagers [30,31].

Also, the sensor’s SNR benefits from the time-domain approach. In time-based
image sensors, every pixel reaches the maximum integration voltage in every in-
tegration cycle. Consequently the achievable SNR is essentially independent of
illuminance and photocurrent (compare (3)). Figure 2 plots SNR for a voltage mode
APS and a time-domain pixel as a function of illuminance. The strong light depen-
dency of APS SNR is apparent while the time-based pixel reaches full SNR already
at low light conditions.

3 ATIS Imager Concept

As touched on above, the adverse effects of data redundancy, common to all
frame-based image acquisition techniques, can be tackled in several different ways.
The biggest conceivable gain, however, is achieved by simply not recording the
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Fig. 3 Functional diagram of an ATIS pixel. Two types of asynchronous “spike” events, encoding
change and brightness information, are generated and transmitted individually by each pixel in the
imaging array

redundant data in the first place, thus reducing energy, bandwidth/memory require-
ments and computing power in data transmission and processing. A fundamental
solution for achieving complete temporal redundancy suppression is using an array
of fully autonomous pixels that contain a change detector (CD) and a conditional
exposure measurement (EM) device. The change detector individually and asyn-
chronously initiates the measurement of a new exposure/grayscale value only if —
and immediately after — a brightness change of a certain magnitude has been de-
tected in the field-of-view of the respective pixel. Such a pixel does not rely on
external timing signals and independently requests access to an (asynchronous and
arbitrated) output channel only when it has a new grayscale value to communicate.
Consequently, a pixel that is not stimulated visually does not produce output. In
addition, the asynchronous operation avoids the time quantization of frame-based
acquisition and scanning readout.

Pixels autonomously communicate change and grayscale events independently to
the periphery in the form of asynchronous “spike” events. The events are arbitrated
by asynchronous bus arbiters, furnished with the pixel’s array address by an address
encoder and sent out on an asynchronous bit-parallel bus (AER [7, 18,19]). Figure 3
shows a functional diagram of the ATIS pixel.

3.1 Change Detection

According to the German physicist and founder of psychophysics Gustav Theodor
Fechner (1801-1887), the relationship between stimulus and perception is logarith-
mic (or the response is proportional to a relative change) [32]. For photopic vision,
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a relative change of one to two percent of light intensity is distinguishable by a
human observer. To achieve ideal temporal redundancy suppression with respect to
a human observer, the change detector must be able to sense a relative change of
this magnitude or at least of one half of an LSB of the intended grayscale resolution
over the full DR.

In an attempt to mimicking the Magno-cellular transient pathway of the human
vision system, the DVS pixel circuit, a fast, continuous time logarithmic photore-
ceptor combined with asynchronous, event-based signal processing, that is sensitive
to temporal contrast over 6 decades of illumination, has been developed [9-11]. This
circuit is perfectly suited to serve as the sought-after low-latency, wide DR change
detector. It combines an active, continuous-time, logarithmic photo-front end (PD1,
My, Al), a well-matched, self-timed, self-balancing switched-capacitor amplifier
(C1, C2, A2), and two threshold comparators for polarity-sensitive event genera-
tion (Fig.4).

The photoreceptor responds logarithmically to intensity, thus implementing a
gain control mechanism that is sensitive to temporal contrast or relative change.
The circuit comprises a photodiode whose photocurrent is sourced by a saturated
NMOS transistor My, operated in weak inversion. The gate of My, is connected to
the output of an inverting amplifier whose input is connected to the photodiode. This
transimpedance configuration converts the photocurrent logarithmically into a volt-
age and also holds the photodiode clamped at virtual ground [33]. As a result, the
bandwidth of the photoreceptor is extended by the factor of the loop gain in compar-
ison with a simple passive logarithmic photoreceptor. At low-light conditions, the
bandwidth of photoreceptor is limited by the photocurrent and can be approximated
by a first-order low-pass filter with corner frequency
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Fig. 4 Simplified schematic of the ATIS change detector [10]
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where Cpmpp, 1S the gate-drain capacitance of the feedback transistor My, and Ut
is thermal voltage. The bandwidth increase of the feedback configuration effects a
corresponding reduction in SNR, which is given by:

(6)

SNR ~ 10log (M)

KMmfb - 4

where Ky is the subthreshold slope factor of transistor Mg,. SNR levels of about
30dB can be reached with this configuration.

The DR of the continuous-time logarithmic photoreceptor is given by the same
expression as one of the time-based image sensors (4), where In,x is the pho-
tocurrent at maximum illuminance and I, is the darkcurrent. Assuming equal
darkcurrent densities in both photodiodes, both pixel circuits, CD and EM, exhibit
a very similar DR.

The photoreceptor output is buffered by a source follower and then differentiated
by capacitive coupling to a floating node at the input of a common-source amplifier
stage with switched capacitor feedback. The source follower isolates the sensitive
photoreceptor from the rapid transients in the differencing amplifier. The amplifier
is balanced using a reset switch that shorts input and output, yielding a reset voltage
level depending on the amplifier operating point. Transients sensed by the photore-
ceptor circuit appear as an amplified deviation from this reset voltage at the output
of the inverting amplifier. The event generation circuitry, composed of two threshold
comparators, responds with pulse events of different polarity to positive and nega-
tive gradients of the photocurrent. Consequently, the rate of change is encoded in
the inter-event intervals. Each of these change events is used to trigger and send
a “start-integration” signal to the EM part. The polarity information contained in
the change events is not required for the conditional EM functionality but is useful
in various machine vision applications that rely on high temporal resolution event-
based change information [34, 35].

3.2 Exposure Measurement

The EM part of the pixel is realized as a time-based PWM circuit. The time-domain
approach to exposure measurement has been chosen for reasons of DR and SNR
performance and its affinity to event-based information encoding and data commu-
nication.

For the photocurrent integrator circuit, an n-well/p-sub photodiode with PMOS
reset transistor is used (Fig.3a). The standard CMOS mixed-mode/RF fabrication
process allows realizing the reset transistor Mgy as p-type, thus maximizing inte-
gration swing. The sense node is directly coupled to the voltage comparator input.
A differential slope sampling scheme based on two global integration thresholds
(Vietn /retL) for the first time implements true time-domain correlated double sam-
pling (TCDS) [36]. The true differential operation within one integration cycle
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eliminates both comparator offset and reset k7'C noise (Fig. 5) and comes at the cost
of additional state and control logic in the pixel. Two 1-bit SRAM cells store the
instantaneous pixel state and control the reference switch accordingly. Furthermore,
the asynchronous digital logic is responsible for the event-based communication
with the AER arbiter.

In the following, one cycle of transient change detection and exposure mea-
surement is explained and illustrated by typical signal waveforms, taken from
transistor-level simulation results (Fig. 6) [37]. The CD responds to a relative change
in illumination by triggering the transmission of an address-event and simultane-
ously delivers a pulse on the reset line Rst_B (via row and column reset/mode-control
circuits), which initiates an exposure-measurement cycle. The Rst_B signal briefly
closes the switch Mgy, connecting the sense node to Vpp. The pixel state control
logic ensures that, at this point, the higher threshold voltage Vi.fy is connected as
the reference voltage by setting the RefSel signal accordingly. By releasing the Rst_B
signal, the integration process starts and the voltage Vi, on the photodiode decreases
proportionally to the photocurrent and thus proportionally to the illumination at the
photodiode. When the photodiode voltage Vi, reaches Vif, the comparator output
C toggles, causing the state logic to trigger the transmission of an event by activat-
ing the Req_B[H] signal, and to toggle the RefSel signal — now Vieq is set as the
voltage reference and the comparator output C toggles back. The integration con-
tinues in the meantime. Vi reaching Vi, marks the end of the measurement cycle,
C toggles again and the logic releases another event by sending a Req_B[L] signal.
The time between the two events, triggered by Req_-B[H] and Req_B[L], is inversely
proportional to the average pixel illumination during the integration.

CD and EM operation, once started, are completely detached and do not influence
each other (in particular do not share a common output channel), with one impor-
tant exception: If the CD senses another change before the integration process has
finished, the current measurement cycle is aborted and the integration is restarted.
In this case, the Req_B[H] event is discarded by the post-processor (which it de-
tects in receiving two consecutive Req_B[H] events from the same pixel address).
This behavior is intentional and does not imply information loss (depending on
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the observation time-scale), because, as a further change in illumination had taken
place, the initial exposure result would have been already obsolete. This conduct
ensures that each transmitted exposure result is as accurate and recent as possible.

3.3 System Considerations

The asynchronous change detection and the time-based exposure measurement
approach harmonize remarkably well, mainly for two reasons: On the one hand, be-
cause both reach a DR of >120dB — the first is able to detect small relative changes
over the full range, the latter is able to resolve the associated grayscales indepen-
dently of the initial light intensity. On the other hand, because both circuits operate
event-based, namely the events of detecting illumination or reflectance changes
and the events of pixel integration voltages reaching reference thresholds. Con-
sequently, an asynchronous, event-based communication scheme (Address Event
Representation, AER [7, 18, 19]) is used in order to provide efficient allocation of
the transmission channel bandwidth to the active pixels and enable sensor-driven
video compression output. Along with the pixel array address, the relevant infor-
mation is inherently encoded in the event timing. Time-to-digital conversion of the
event timings and the calculation of grayscale values from integration times are done
off-chip.

The ATIS dynamic vision and image sensor is built around a QVGA (304 x
240) pixel array and uses separate bus arbiters and event-paralle]l AER channels for
communicating change events and grayscale encoding events independently and in
parallel. Furthermore, the sensor features a flexible column/line-wise reset/trigger
scheme for various modes of operation. Besides the (default) self-triggered mode,
there are for example, external trigger modes for “snapshot” frame acquisition with
“time-to-first-spike” (TTFS) encoding [38], or column-parallel relay readout [39].
Change detection and externally triggered imager operation can be fully decoupled
and used independently and concurrently. Programmable regions-of-(non)-interest
(ROI/RONI) are available and can be applied independently to CD and EM circuits.

3.3.1 Modes of Operation

The handshake signals for both CD and EM blocks are generated row and colum-
nwise (and not pixel wise) in order to save chip area. The per-pixel Rst_B signals
are generated by combinatorial logic from the row and column reset signals. In ad-
dition, the reset control logic can be configured through a digital serial interface to
trigger (ROI) or ignore (RONI) selected regions of interest. The ROI/RONI selec-
tion of individual pixels can be configured independently for CD and EM and can
be combined with a wide variety of trigger modes:

e In normal operation mode (ATIS mode), the start of the exposure measurement
of one pixel is triggered from the event signal of the CD of the same pixel.
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o In global shutter mode, groups of pixels or the full array, defined by the ROI, are
reset simultaneously by a global control signal. This snapshot mode, essentially
implementing a TTFS scheme [38], can run concurrently to the normal opera-
tion mode, and allows the quick acquisition of a reference frame during normal
operation or an overlaid synchronous video mode.

e In the asynchronous column-parallel readout (ACPR) sequential mode, the inte-
gration start of one pixel (N) in one column is triggered by the preceding pixel
(N-1). After externally starting for example the pixels of the first (top) row of the
pixel array, the trigger runs in parallel along the columns, each pixel triggering
its bottom neighbor when it has reached its first integration threshold Viegy. This
asynchronous “rolling shutter” mode is intended to avoid a familiar problem of
event collisions in TTFS imagers (having many pixels finishing integration and
trying to send their event at the same time when seeing highly uniform scenes) at
the cost of slower image acquisition by spreading data readout in time. Multiple
pixel rows across the array (e.g. rows 1 and 121, or 1, 61, 121, 181) can simul-
taneously be selected as starting rows to decrease frame acquisition time at the
cost of higher event collision probability. Also this mode can run concurrently to
the normal operation (ATIS) mode. The ACPR mode has been described in detail
and analyzed in [39].

3.3.2 Data Readout

The pixels in the sensor array communicate with column and row arbiters via
4-phase AER handshaking as described in detail for example, in [10]. The 18-bit
pixel addresses (8 bits row address, 9 bits column address, 1 polarity/threshold bit)
are determined by row and column address encoders. The row signals yReq and
yAck are shared by pixels along rows and the signals xReq and xAck are shared
along columns. The peripheral AER circuits communicate without event loss. Bus
collisions are resolved by delaying the transmission of events essentially on a “first-
come-first-served” basis.

The self-timed communication cycle starts with a pixel (or a set of pixels in a
row) pulling a row request (yReq) low against a global pull-up (wired OR). As soon
as the row address encoder encodes the y-address and the row arbiter acknowledges
the row (yAck), the pixel pulls down xReq. If other pixels in the row also have
participated in the row request their column requests are serviced within the same
row request cycle (“burst-mode” arbiter [38]). Now, the column address encoder
encodes the x-address(es) and the complete pixel address(es) is/are available at the
asynchronous parallel address bus. Assuming successful transmission and acknowl-
edgment via the Ack_ext signal by an external data receiver, the Ack_col signal is as-
serted by the column handshake circuit. The conjunction of xAck and yAck signals
generates control signals for the pixel that either (a) reset the transient amplifier in
the CD part and eventually take away the pixel request, or (b) control the state logic
in the EM part, respectively. The self-timed logic circuits ensure that all required
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ordering conditions are met. This asynchronous event-based communication works
in an identical way both for CD and for EM events. Two completely separate and
independent communication channels are used for the two types of events.

3.4 Layout

The chip has been implemented in a standard 0.18-um 1P6M mixed-mode/RF
CMOS process. Figure 7 shows the layout of the pixel with the main circuit parts
annotated. The square pixel covers 900 um? of silicon area (30 um pixel pitch). The
two photodiodes for continuous time operation of the CD (PD2) and integrating
PWM exposure measurement (PD1) are placed side by side at the top edge of the
pixel area. The fill factor of the pixel is 10% of total pixel area for the CD and 20%
of total pixel area for the EM part.

PD2 (EM)

30um

Fig. 7 Pixel layout with the analog and digital circuit parts annotated. Two separate photodiodes —
for continuous time operation of the change detector and reset-and-integrate PWM exposure mea-
surement — are used in each pixel
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4 Image Sensor Performance

The charge capacity of the integration node depends on operation voltages and ap-
proaches ~450,000 electrons at maximum (2V) integration swing AVy,. Sense node
capacitance is 36fF, yielding a conversion gain of 4.4 uV/e™. Photodiode darkcur-
rent has been measured at ~3fA, darkcurrent shot noise is 470e™ corresponding to
2.1 mV r.m.s. for an integration swing of 1 V.

4.1 PWM Imaging: Transfer Function

What is exposure time to conventional voltage-mode image sensors is the integra-
tion voltage swing in time-domain imaging. Figure 8 plots measured integration
times for integration swings AV, between 0.5V and 2V as a function of pixel illu-
mination. The theoretically asserted 1/x-relation is accurately satisfied. Integration
times range from for example, 10ms @ 10lx to 10us @ 10klx for an integration
swing of 500 mV.

4.2 Signal-to-Noise Ratio

In Fig. 9, measured imager SNR as a function of integration swing for different
light intensity is shown. SNR is >56dB at an integration swing AVy, of 2V and

100000

4
C

10000 ¢~

1000 -

tint / US

100 -

— AVth=2V :
A~ AVth=15V | 5

10 Ao AV 1 2L O —— S

~E- AVth=1V :

—o AVth=05V |

10 100 1000 10000
illuminance / lux (focal plane)

Fig. 8 Measured PWM transfer function (integration time vs. lux) for four different values of
integration swing AVjy






