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ABSTRACT A primary limiting factor in modern deep learning is the availability of computational
resources, a constraint that becomes particularly pronounced in the context of complex reinforcement
learning tasks. Hardware performance limitations often result in prolonged training procedures, which
are frequently correlated with increased operational costs. In many cases, these limitations place such
solutions at a disadvantage, which is why cost reduction remains one of the main priorities. In the field
of deep reinforcement learning, a commonly employed method for this purpose is the guided selection
of training samples, which emphasizes the most informative state transitions, thereby allowing the agent
to maximize its learning from the most critical experiences. However, similarly to the decision-making
process, it is also crucial to ensure that the agent has information about which samples are important.
Therefore, exploration must be incorporated in this context as well, enabling the agent to acquire the
most diverse possible knowledge regarding both the samples themselves and their informational value. The
paper introduces a sampling method for continuous-output reinforcement learning agents, which balances,
in a problem-independent manner, the necessary exploration and the selection of the most informative
samples that enhance learning speed. Due to the presented Upper Confidence Bound-based sampling, both
exploration and exploitation are ensured simultaneously, and by tuning their balance appropriately, training
can be accelerated. This approach improves the efficiency of the training process, which often constitutes
the primary bottleneck.

INDEX TERMS Artificial intelligence, machine learning, reinforcement learning, sample priorization.

I. INTRODUCTION
In recent years, due to the emergence of large language
models (LLMs), artificial intelligence (AI) has not only
become a dynamically evolving field of science but is also
seeing an ever-growing number of users adopting it in their
daily lives. Although AI has a history of approximately
80 years [1], its broader adoption for general-purpose
applications was hindered by two significant AI winters [2].
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The continuous advancement of hardware by the early 21st
century enabled AI to enter its third major era, where the
focus shifted from the trainability of models to the speed of
training and overall performance. As shown in [3], agents
are performing sequential tasks in a way that exceeds human
capabilities across numerous discrete output tasks. The
advancement of algorithms makes it possible for this to be
achievedwith agents operating in continuous output spaces as
well [4], which is particularly important as discrete decision
space representations often fail to provide adequate solutions
for a large proportion of real-world engineering problems.
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FIGURE 1. Trend of training cost (in FLOPs) for large-scale deep learning models across different domains and publication dates [8].

Given that the objective is no longer merely demonstrating
feasibility for simple tasks, but rather effectively solving
more complex problems compared to classical approaches,
AI agents can be applied even in safety-critical systems such
as medical applications [5] or vehicle control [6], at least
partially. In object classification, AlexNet’s 2012 debut [7]
demonstrated a 10% performance leap compared to the
best existing algorithms at the time. While performance
improvements and fast online decision-making are notable
advantages, it’s important to mention the resource-intensive
offline training process, which has delayed the widespread
adoption of such systems to this day. The substantial
increase in hardware capabilities is progressively enabling
the application of these tools; however, in order for them to
become viable products, research into the efficient utilization
of computational resources remains essential. As shown in
Figure 1, the number of floating-point operations required
for training large-scale deep learning(DL) models increases
with the number of parameters, resulting in a similar trend
in the associated training costs [9]. Consequently, a new area
of research has emerged within the field of machine learning
(ML), focusing on the development of methods that can
enhance the efficiency of training, either by achieving higher
final performance or by shortening the training process.
In every area of ML, established methods exist to achieve
this goal. A generally effective method for neural networks in
hyperparameter optimization [10] involves making parameter
adjustments in such a way that convergence is sufficiently fast
while maintaining stability. Furthermore, active learning [11]
represents a highly regarded methodological approach that
addresses one of the most significant cost factors in
supervised learning: the labeling process. This methodology

operates by iteratively selecting the most pertinent data points
for labeling, thereby optimizing the allocation of labeling
resources [12].

In the case of reinforcement learning, entirely different
approaches are effective. Since training here does not occur
on pre-generated and prepared datasets, but rather the agent
generates them for itself during training, these must either
be used in trajectories during network fitting, or stored in a
memory to enable off-policy sampling from state transitions
for the agent. Given the vast amount of data, it is not
appropriate to replay the entire dataset; instead, only a
representative subset is utilized to maintain computational
efficiency. This sampling was initially done uniformly [13],
but it soon became apparent that not all data carries the same
information content, as backpropagating many redundant
data points or already fully learned samples does not
lead to better convergence. Sample prioritization methods
provide a solution to this problem by altering the sampling
probability of given state transitions along certain metrics,
thereby increasing the number of useful samples being
backpropagated through the neural network, inserted into
off-policy reinforcement learning as shown in Figure 2. Here,
the adjustment of sample probabilities takes place between
the classical RL loop and the branch that samples batches
from the replay buffer, with the updated probabilities guiding
the subsequent batch selection.

The first to address the sample probability block appearing
in the backward branch as shown in Figure 2 was Google
DeepMind in 2015 [14], introducing Prioritized Experience
Replay (PER), which demonstrated in numerous problems
that it is more suitable for achieving faster convergence
than uniform sampling. Many other metrics build upon this
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FIGURE 2. Overview of a sample prioritization framework in reinforcement learning. The agent interacts
with the environment, storing transitions in a replay buffer. Prioritization metrics adjust sampling
probabilities to improve learning efficiency.

fundamental idea, and by presenting them, its shortcomings
become apparent and provide motivation for further research.

A. RELATED WORK
In addition to PER discussed in Section I, training data can
be prioritized through various approaches. One such method
is Hindsight Experience Replay (HER), which augments
the experience buffer by treating states achieved during
failed trajectories as successful outcomes for different goals,
effectively allowing the agent to learn from failures [15].
Although HER performs better in certain cases where goals
can be explicitly formulated, due to its more universal
applicability, PER and its derived prioritization methods will
be presented, as these have shaped the direction of research.
The fundamental concept of PER is to assign the sampling
probability of training data as a function of how surprising or
unexpected a given state transition is for the agent, where the
level of surprise is quantified by the temporal-difference (TD)
error — representing the discrepancy between the predicted
outcome and the actual target value, as shown in Eq.1. A large
prediction error indicates that the corresponding training
sample carries substantial learning potential for the agent.

δ = R+ γV (s′)− V (s) (1)

While the TD error effectively describes how much can
be learned from a given sample, large initial TD errors—
especially in highly complex environments—can hinder
the learning process. If the set of replayed experiences
lacks sufficient diversity [16], the network may converge
prematurely to local extrema, leading to suboptimal per-
formance. To address this issue, stochastic prioritization

is introduced, incorporating a constant parameter α that shifts
the prioritization towards more uniform random sampling,
as shown in Eq.2.

P(i) =
pα
i∑
k p

α
k

(2)

This adjustment enhances the exploration capability of the
agent by preventing excessive focus on high TD error
samples, thereby promoting a more diverse set of experiences
for learning. The solution offered by the stochastic approach
realizes discovery by pushing it towards randomness, thus
relying on important data only in a fraction of cases.
While this method better ensures the backpropagation
of more diverse training data during the initial phase of
learning, it does so at the expense of the usefulness of
the training samples. Additionally, numerous other methods
have been developed that are based on PER and aim to
further enhance and refine its underlying approach. In the
framework of Regret Minimization PER [17], regret is
formally defined as the difference between the expected
return of the optimal strategy and that of the current strategy,
as described in Eq.3.

Regret(π) = η(π∗)− η(π ) (3)

Another advanced approach is Topological PER, in which
sampling is guided not only by the significance of state
transitions but also by their underlying dependencies and
relational structure [18].The PERDP [19] emerged as a
further development of PER, which not only considers the
TD error, but also incorporates reward into the weighting
process. Consequently, an agent is driven not only to learn
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unfamiliar patterns, but also to prioritize those associated
with high immediate rewards.

In order for the agent to gain a clear understanding of the
importance of the data, it is possible to introduce metrics
where both exploration and exploitation participate in a
directed manner in shaping the sampling probability, and
randomness alone does not ensure the collection of maximum
possible information about the environment.

Information found in the environment can be described
in multiple ways; in addition to TD error, several other
metrics—often based on information theory—are also com-
monly used for prioritization purposes, assigning sampling
probabilities that reflect how the agent would make decisions
under its current policy. The Shannon entropy [20], as shown
in Eq.4, is a commonly preferred solution for determining
uncertainty in decision trees [21], has also become a
significant

H (X ) = −
n∑
i=1

p(xi) log2 p(xi) (4)

factor in deep reinforcement learning with the emergence
of Soft Actor-Critic (SAC) [22]. The solution offered in
paper [23] only allows filtered data into the buffer where
either the reward is non-zero or the entropy value is greater
than the upper interquartile mean. Although this solution also
takes the TD error into account during buffer entry based
on the first criterion, it ensures exploration not by pushing
towards uniform sampling, but by rotating high-uncertainty
data in the buffer, thereby gradually increasing the agent’s
certainty about the environment.

The information content of samples can be measured by
their unexpectedness, however, due to initial large deviations,
it can be important to track how many times each training
sample has been seen by the agent during network fitting.
This mechanism is appropriate, as repeated encounters with
a training sample that consistently yields a low TD error
indicate with high confidence that the sample no longer
provides substantial novel information for learning. This
is addressed by study [24], which shows that the Upper
Confidence Bound(UCB) algorithm, commonly used in
Monte Carlo tree search [25], provides learning probabilities
with separate dedicated exploration and exploitation terms.
The first term in Eq.5 is responsible for exploitation during
tree search, indicating how much reward the agent has
accumulated up to that point. The second term shows the
total visits to the given node in the numerator, while the
denominator contains the number of specific decisions, thus
giving higher values to less visited options, encouraging
the agent to explore them. Repeated revisits progressively
diminish the exploratory significance attributed to a given
training sample, while its exploitative significance gradually
converges towards zero once the sample has been sufficiently
learned. A weighting scalar c in the system balances between
exploiting the agent’s current knowledge and exploring the

environment.

UCBi(t) = X̄i(t)+ c

√
2 ln t
Ni(t)

(5)

Categorizing the training samples in this way simplifies
to a hyperparameter search task, as according to paper [24],
replacing X̄i(t) with Eq.2, determining the correct values
of α and c creates the balance between exploration and
exploitation.

One of the key advantages of the method is that the
second term, which protects against early-stage stagnation,
shapes the sampling probabilities in a way that encourages
the inclusion of rarely observed samples. Building upon
this approach, by restricting the stochastic component to
pseudorandom generation, a fully guided sampling procedure
can be realized.

B. CONTRIBUTION TO THE RESEARCH
As shown in Section I-A, the procedures are largely built
on the basic concept of PER and aim to counterbalance
its flaws, mainly through implementing guided exploration.
As shown in paper [24], combining stochastic PER with
UCB-based exploration achieves good results on discrete
outputs, saving significant training time. Although this is a
functional approach, it has been demonstrated on relatively
simple problems with discrete outputs, where exploration
was not solely driven by the explicit exploration term,
but also occurred within the exploitative phase due to
the stochastic nature of the prioritized experience replay.
These considerations give rise to the need for a complete
separation of exploration and exploitation, enabling a more
controlled training process. Prioritization performed along
these principles clearly accelerates convergence and supports
the intended outcomes; however, it remains essential to
maintain exposure to diverse training samples within the
buffer. Furthermore, it becomes essential to demonstrate
the applicability of the approach for continuous, potentially
multi-output agents, thereby providing evidence that the
method offers a problem-independent solution. This work
demonstrates the applicability of the method in continuous
action spaces, leveraging the more diverse samples generated
by the Soft Actor-Critic algorithm. Based on the proposed
Upper Confidence Bound, the agent selects which experi-
ences to propagate back into learning, thereby constructing
a sequence that ensures both high variability and directed
sampling. Additionally, the research aims to demonstrate that
the exploit term doesn’t need to use stochastic sampling,
since this attempts to address the TD error deficiency that
the separate exploration term is meant to serve. The resulting
metric consists only of TD error for exploitation, in contrast
to what is written in paper [24], while the exploration
term prioritizes rarely seen samples, thus ensuring diversity
during network tuning and avoiding overfitting and initial
stagnation. In addition to achieving fully guided sampling, the
stochasticity parameter α is also eliminated from the system,
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FIGURE 3. Integration of TD-error-based sample prioritization into the Soft Actor-Critic (SAC) framework.

thus limiting the hyperparameter search task to just one scalar
across the entire metric space. In summary, the research has
three main aspects:

• The sampling procedure is extended to reinforcement
learning agents with continuous action spaces, thereby
making the methodology applicable to numerous addi-
tional real-world problem resolutions.

• In contrast to previous approaches, the greedy term
simplifies to only the δ value, thus the two separate terms
clearly implement dedicated exploitation and explo-
ration, removing the stochastic nature from the system.
Through the latter, only c remains in the sampling
system as a hyperparameter, making the optimal search
between parameters a simpler task.

• By combining entropy-maximizing exploration during
decision-making with probability shaping via UCB dur-
ing sample selection, the strengths of both approaches
are integrated, thereby improving learning efficiency.

The results are presented across four environments of varying
difficulty and 10 random seeds, demonstrating that this
is not just a lucky single run, but rather a universally
applicable methodology. The introduction of the two-stage
sample efficiency method has a highly favorable effect
for continuous agents, as it incentivizes the construction
of a diverse knowledge base already during the decision-
making phase, which is then leveraged through an intelligent
procedure. The new sampling procedure offers a comparison
among different task complexities, emphasizing cases in
which the guided selection of samples post-buffer insertion,
according to a metric with greater information content,

is essential; mere sample diversity does not suffice. As a
consequence, this leads to an algorithm in the field of
training sample prioritization where faster, more stable, and
higher-performing convergence can be achieved simply by
tuning the scalar c.

II. METHODOLOGY
A significant portion of modern RL algorithms are built
on the Actor-Critic (AC) architecture [26]. It combines the
advantages of value-based and policy gradient methods by
integrating the stability and sample efficiency inherent in
value-based approaches with the flexibility and direct policy
optimization characteristic of policy gradient techniques.
Among AC algorithms with replay buffers, SAC was chosen
because its good exploration derived from maximum entropy
learning and its sample efficiency make it a state-of-the-art
algorithm in the field of robotics. For the given policy π ,
the objective function J (π ) aims to maximize the reward
while the entropy term is responsible for diverse exploration,
as seen in Eq.6 [27]. This can be weighted by a scalar,
determining the extent to which the agent relies on exploring
high-uncertainty state transitions and the significance of
immediate reward in shaping the objective function.

J (π ) =
∞∑
t=0

Eπ

[
γ t (R(st , at )+ αH (π (·|st )))

]
(6)

In the interest of stability, two value network pairs are
found alongside the actor network. As can be seen from the
fundamental operation of the algorithm depicted in Figure 3,
both networks perform their estimations of Q-values and
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calculate the loss based on these estimations. To avoid
overestimation, the network output with the smaller Q(s′, a′)
value is used in calculating the actor loss, as shown in Eq. 7,
thereby implementing a more conservative behavior.

Qtarget = r + γ min(Q1(s′, a′),Q2(s′, a′)) (7)

The algorithm, developed to protect against overestimation
and ensure exploration, proves to be extremely effective
compared to many other AC algorithms [22]. Thus, the
advanced intelligence buffer implemented on this foundation
elevates an already fundamentally robust algorithm to a
higher level. To enable this functioning, as shown in Figure 3,
it is necessary to store the δ in the buffer alongside the
state transition, thereby allowing numerical qualification of
the agent’s priority later. Since the δ is calculated by two
networks, similar to theQ(s′, a′) values, either the calculation
of the network with the smaller TD error prevails (analogous
to backpropagation in the actor network), or the average
of the two provides the δ indicated in Eq. 8. In order to
ensure that the utilization of theQ-values during the buffering
process follows a similar principle to the fundamental idea of
SAC—where a more conservative network is employed—the
first solution has been incorporated into the implementation,
in which the smaller δ is retained as part of the memory
instance, as shown in Figure 3. The modified state transition
saves the memory PER-like operation, which, supple-
mented with the discovery member, produces the offered
methodology.

transitiont ← (st , at , rt , st+1, done,min(δ1, δ2)) (8)

With the implementation of extended state transition
storage, all information required to compute the sampling
probability is now accessible. Ensuring this accessibility
is of critical significance, as—aside from the inclusion of
additional variables—the function and characteristics of the
buffer remain unchanged. The buffer’s capacity is fixed,
and, upon saturation, samples are displaced in a First-In,
First-Out (FIFO) manner as new data are introduced. The
resulting buffer, along with the extended state transition
storage, establishes the essential framework for implementing
the prioritized sampling method. Based on the computed
probabilities, this procedure enables the selection of a batch
from the buffer.

A. UCB-BASED PRIORITIZATION IS EXTENDED TO
CONTINUOUS CONTROL AGENTS
In value-based reinforcement learning, the Q(s, a) function
measures the expected total reward of taking action a
in state s and then follows the optimal policy thereafter.
It captures the potential value of a given branch in the
search space. In continuous state-action spaces, the agent
cannot visit all possible state-action pairs due to their infinite
cardinality. Therefore, the Q-values must be estimated using
function approximation methods, which are essential for
generalization across unvisited regions. Since in certain
environments the state-action spaces are extremely large,

sample selection becomes particularly important. Due to the
continuous nature of the problem, it is possible that only a
limited number of truly informative samples appear in the
buffer, making their effective utilization critical for learning
efficiency.

The UCB algorithm described in Eq. 9 also introduces a
visitation-based metric that leads to higher probabilities in
less visited cases. The expression computes the pi priorities.
The appropriate setting of the scalar c in a search procedure
expands the necessary branches and acquires adequate
knowledge about the environment. However, it only observes
the required cases, avoiding the complete exploration of dead
ends, which would increase the computational requirements
during the training of an agent that is already usable online.
During the process, either the cases with currently high
potential or the rarely seen cases receive significant emphasis.

pi = rt + γ ·max
at+1

Q(st+1, at+1)+ c ·

√
2 · ln(maxNk )

ni + ϵ
(9)

The analogy of UCB in tree construction precisely imple-
ments what is necessary during the selection of training
examples. The same dilemma must be resolved during the
selection of training samples as in decision-making since
the exploratory and exploitative data stored in the agent’s
buffer cannot take effect until they are backpropagated.While
during decision-making, the elevated entropy—characteristic
of the SAC framework—ensures diversity, the probability
of high-quality training data is further refined through
UCB. This allows for the combined exploitation of the
strengths inherent in both methods. Thus, during both
decision-making and data selection, a readily applicable
strategy is in place that ensures more efficient learning.
However, there is a notable distinction in that here compared
to the action selection, decision-making does not manifest
through interaction with the environment, but rather in the
selection of training samples that merit backpropagation.
Consequently, the exploitative term should not be Q(s, a),
but rather a quality characteristic that most effectively
implements greedy behavior during sampling. Utilizing the
significance of δ known from PER and the extended interface
shown in Figure 3 for storing and selecting training samples,
all tools necessary for implementing sample selection with
separated exploration and exploitation are available through
the implementation of just a countingmechanism. Combining
the operation of UCB and the properties of δ yields Eq. 10,
which implements the adjustment of sampling priorities in the
following manner:

pi = |δi| + ϵ + c ·

√
2 · ln(maxNk )

ni + ϵ
, (10)

where δi is associated with an infinitesimally small ϵ,
which serves numerical stability, particularly with respect to
difficulties arising from division by zero. The second part of
the expression describes how the sampling of a given training
sample ni in buffer state k relates to themaximumvalue ofNk ,
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FIGURE 4. The Operating Principle of the Training Sample Prioritization Method.

which represents the current backpropagation count of the
buffer elements, with its fitting count reducing the learning
significance. This motivates the agent to select it for replay in
cases where its relative density in the buffer is low compared
to the other elements. As a result, through denser selection the
agent has the opportunity to extract the information contained
in it, even if it would not do so due to the initial distorted
TD errors.

The probabilities are then formed by normalizing these
sampling weights, as shown in Eq.11. In this expression, the
values of pi are already derived from Eq.10, which, instead
of Eq. 9, defines the individual priorities from which the
probabilities can subsequently be computed. Furthermore,
it can be observed that Eq. 11 does not contain a term fed
back with randomness, as can be seen in Eq. 2.

P(i) =
pi∑
pi

(11)

The buffer created this way is capable of implementing
a procedure with the same interface as PER, where the
sampling probability is shaped along 2 metrics. The agent
communicates its experiences to the buffer, where the
sampling count of each training sample is stored, and
after each backpropagation, the fit count of the affected
samples is incremented. Then, as shown in Figure 4, the
arrays of δ values and fit counts are passed to the memory
sampling method, based on which the sampling probabilities
are determined through Equations 10 and 11, after which
the backpropagated batch is selected, from which point a
traditional DL task is implemented. Injecting the method into
the selection framework results in the training architecture
depicted in Figure 4, whose performance is assessed using
well-established benchmark tasks.

III. ENVIRONMENTS
As the primary objective of the presented methodology is to
demonstrate its problem-independence, the study investigates

its application across four distinct problem settings. Four
environments from the well-established Gymnasium [28]
benchmark suite in the reinforcement learning domain have
been selected, with the primary selection criteria being the
diversity in exploration challenges and action spaces. Beyond
the basic environments, Gymnasium includes Mujoco-
based [29] environments that offer higher-fidelity approxima-
tions of real-world physics and allow for the control of com-
plex humanoid robots [30] with multiple degrees of freedom.
From the classic control environments, Pendulum-v1 was
selected for evaluation, while three additional environments
utilizing theMujoco physics engine— InvertedPendulum-v5,
InvertedDoublePendulum-v5, and HalfCheetah-v5 — were
included in the study. As presented in Table 1, the observation
space increases gradually, and in the final environment,
the action space also grows to 6 dimensions, substantially
increasing the task complexity relative to the other scenarios.
During the evaluation across different environments, not only
is the applicability of the method assessed, but also where
it is able to provide the most significant improvements for
the agent.

From an application perspective,Pendulum-v1 constitutes
the simplest task, where the neural network maps three input
features to a single output representing the applied motor
torque. During the task, by observing the orientation and
angular velocity of the rod, the agent is required to bring the
rod into the upright position and maintain its balance. The
agent receives dense rewards at each timestep, incorporating
both the minimization of control effort and the deviation from
the upright position. As observed in related studies, the replay
of a few successful episodes can easily lead to convergence
towards the environment’s upper performance bound.

In the case of InvertedPendulum-v5, the task is similar;
however, the rod starts from an upright position and must
remain within predefined bounds without exceeding the
allowed deviation limits. In this case, the control actions are
not applied directly in the form of torques; instead, based on
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TABLE 1. Observation and action spaces of the evaluated environments.

the cart’s position and kinematic characteristics, the agent
determines the horizontal force acting on the cart to influence
its motion. Here, the reward is also dense, providing the
agent with feedback at each discrete timestep as long as
the pole remains within the allowed angular bounds, thereby
encouraging the maintenance of the upright position. In terms
of learning characteristics, a sudden performance increase
can be observed, as the task itself is relatively simple.

The DoubleInvertedPendulum-v5 presents a substan-
tially more complex control problem, as it lacks the property
of the inverted pendulum where the system can be easily
linearized near the upright equilibrium point. In such cases,
data-driven approaches become particularly advantageous,
as neural networks are capable of approximating these
nonlinear functional relationships. The input to the network
includes the cart position, the angular components of the rods,
the linear and angular velocities, as well as the constraint
forces. Based on this information, it makes the same
decision as in the case of the InvertedPendulum-v5,
while balancing the coupled mechanism. Due to the
similarity in the nature of the task, the convergence
curve exhibits a similar characteristic, as observed in the
evaluation.

The HalfCheetah-v5 differs the most from all other
environments, as the system here learns the operation of
servo motors performing complex, coordinated movements.
In this scenario, the task of the cheetah is to remain upright
and run straight towards the other end of the track. This
represents a highly complex robotics task, where an improper
selection of information from the large state-action space
may completely hinder convergence. The state representation
consists of position and posture angles, as well as linear
and angular velocities. Based on this information, the
agent learns to apply the appropriate combination of motor
torques using a single neural network in a single-agent
framework.

The description of the environments demonstrates that,
along a suitably selected diversity, the effect of the proposed
training sample prioritization method can be effectively
examined across different levels of problem difficulty.

IV. RESULTS
During the evaluation, uniform sampling and PER are
compared with the proposed UCB-based solution on 10 dif-
ferent seeds. As shown in [14], the implementation of
the buffer, incorporating importance sampling, shapes the
sampling distribution. As described previously, the results
achieved during training can be determined based on the

speed of convergence and the final achieved performance.
While the loss curve provides valuable insights into the
training dynamics, in the context of reinforcement learning,
the convergence of the reward signal serves as the definitive
metric for assessing model performance. This is primarily
due to the fact that in this field, the reward corresponds
to the numerical representation of the quality of state
transitions [31]. The performance metrics of individual
agents can be clearly discerned from the curves, enabling
a visual comparison of reward convergence values and
convergence time characteristics. These curves provide
insight into the learning speed, the achieved peak per-
formance, and the stability of the process, all of which
are equally important indicators regarding the agent’s
decision-making strategy.

In the case of Pendulum-v1, rapid and noticeable
improvements can be observed during training. In Figure 5a,
the measured convergence curves nicely show the expected
result, where, by sampling the relevant points of the not-
too-large exploration space, the greedy method has enough
information to show convergence 2000 episodes earlier.
Although this is also a significant solution compared to
the uniform approach, the UCB-based prioritization, through
making rarely seen samples higher priority due to the
exploration term, is even more capable of shortening the
learning process, as the agent has a more complex knowledge
of the environment’s dynamics. Beyond the convergence
rate, the advancement caused by the proposed method is
observable in both the settling value and stability. Based
on Table 2, it is observable that although marginally,
the settling value is higher in the case of the solution
compared to the baseline algorithms utilized as reference
points. Furthermore, stability can be observed both from the
diagram and from the variance values shown in Table 2,
indicating that UCB resulted in the smallest deviation
following the settling period. The empirical evidence demon-
strates that in the Pendulum-v1 environment, the proposed
methodology exhibits statistically significant performance
improvements across all evaluatedmetrics relative to baseline
approaches.

In the case of InvertedPendulum-v5 [32], the previously
assumed ranking also emerges. Although the improvements
are not as pronounced as in the InvertedPendulum-v1 case,
the method still achieves progress in the key performance
metrics. Thus, if the agent discovers the appropriate control
action during the initial steps, it must maintain similar actions
throughout, resulting in step-like convergence behavior.
Examining the convergence curves in Figure 5b, the step-like
learning behavior is clearly observable. During training, the
number of required operations can be reduced by decreasing
the size of the backpropagated batch. Assuming that priori-
tization procedures preserve the relevant data, the network is
fitted on the most important data as a filtering mechanism,
while less relevant data does not consume computational
time. Looking at the 3 curves, it is clearly visible that
uniform sampling cannot learn from 1000 episodes with
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FIGURE 5. Reward curve comparison across Gymnasium environments of varying complexity. In each case, the reported performance,
convergence rate, and training stability—measured using a moving average—are depicted. The UCB-based sampling consistently achieves
performance that is at least on par with, and frequently superior to, the two alternative methods, while exhibiting faster convergence and
enhanced stability.

reduced sampling, because without the filtering mecha-
nism, there is not enough information to fit the network.
Although it can be seen that the other two approaches
reach the environment’s limit of 1000 steps, the UCB-based
sampling converges significantly faster and more stably,
while during greedy sampling, huge oscillations can be
observed even in the episodes following the peak value
achievement. This oscillation is clearly visible in Table 2,
while in the case of UCB, there is a stable value with a
smaller variance, for PER this is much higher, indicating that
the agent is still in the learning phase. Thus, in this case,
it can be clearly stated that filtering of data is necessary
and this needs to be done not only for exploitation but for
exploration as well.

The third examined environment is the DoubleInverted-
Pendulum-v5, where the agent has to solve a problem with
a much more extensive state representation, and moreover,
this is also a more difficult task to formulate in control theory
due to its nonlinear nature [33]. In this case, the nature
of convergence is similar, with the initially assumed order

being established. However, the training was performed over
a longer time window to demonstrate that uniform sampling
is also capable of finding the solution - in fact, it ultimately
settles at a marginally higher value than PER, albeit achieving
a much slower convergence. In contrast to PER, in this
environment, as shown in Table 3, the solution offered by the
paper settles without oscillation to the highest value among
the 3 methods and maintains it stably until the end of training.
Based on the established order, it can be seen that although
PER is faster, it underperforms in other metrics compared to
uniform sampling, while UCB-based sampling proves to be
the best in this case as well.

To investigate truly complex tasks, the HalfCheetah-
v5 environment was also included, where state transitions
that resemble each other are rare, making the training
process significantly more challenging and substantially
more resource-intensive compared to the previous environ-
ments. In this case, useful samples can be lost particularly
easily, and due to initial stagnation, convergence may
completely fail. As seen in Figure 5d, in the case of PER,
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TABLE 2. Iterations required to achieve maximum performance and the mean reward after initial settling in Pendulum-v1 and InvertedPendulum-v5.

TABLE 3. Iterations required to achieve maximum performance and the mean reward after initial settling in DoubleInvertedPendulum-v5 and
HalfCheetah-v5.

due to greedy sampling, it fails to exit the initial exploration
phase since it doesn’t propagate back exploratory state
transitions in the network. During both uniform and UCB-
based sampling, convergence begins, but it is evident that in
the case of the UCB-based solution, this occurs much earlier.
In this case, the difference between the two methods can be
observed not only in the starting point of the increase but also
in the stability and peak value, which appear as significant
differences. While the solution offered by the paper achieves
a stable increase with some fluctuations caused by entropy,
the uniform approach completely collapses after a few worse
episodes due to the influence of less useful samples, and the
agent’s learning fails.

The appropriate value of c must be determined for the
given environments before starting the evaluation phase,
in order to best describe the relationship between exploration
and exploitation. During the tuning of the parameter c
depicted in the Eq.10, it is established prior to training that,
as task difficulty increases, it becomes progressively more
challenging for the agent to estimate the significance of
training samples solely on the basis of the TD error. The
parameter is determined using a search-based procedure.
Throughout training, different weighted factors between
0 and 2 prove to be effective for each environment. In simpler
environments, values in the range of 0.27–0.28 are successful,
whereas in the case of HalfCheetah, a value of 0.52 ensures
adequate exploration of the environment. Accordingly, it is
also confirmed that the greater the potential for discovery
and action, the broader exploration is required to accurately
estimate a viable probabilistic distribution.

In summary, the evaluation confirms that the fusion
of guided exploration and greedy sampling provides the
appropriate solution across all four problems, creating
a harmony between proper exploration of the environ-
ment and rapid convergence. The method is suitable for
achieving faster, higher performance, and more stable
convergence. Furthermore, it can be asserted that especially
in more challenging environments, it remains essential to

ensure the continual feedback of exploration data into
the network.

V. CONCLUSION
The motivation of this research is to develop a universal
methodology that enables more efficient utilization of train-
ing samples regardless of the specific problem characteristics,
thereby accelerating the learning process. The compara-
tive evaluation across different environments demonstrates
that, through UCB-based sampling and the proper balance
between fully guided exploration and exploitation, the
desired performance improvement can be achieved, thereby
reducing the associated training costs. The performance
improvement is observable not only in the convergence
speed, but also in the stability of the learning process and,
in several cases, in the achieved peak performance as well.
An analysis of the convergence curves also reveals that
the ensured exploration effectively prevents early stagnation
and guides the utilization of random decisions in a more
controlled manner during the sampling process. The results
of the study demonstrate that, beyond making effective action
decisions during interaction, an equally important aspect of
the agent’s performance lies in the decision-making process
regarding which samples are included in the training batches.
By resolving the classic trade-off of reinforcement learning,
the balance between exploration and exploitation can be
weighted with a scalar, which resolves the problem of initial
large TD errors from PER and the resulting overfitting that
stems from this. As the procedure’s applicability has been
proven with continuous output agents as well, opportunities
have opened up for faster training on numerous new
problems, which can save very significant costs for industrial
players in terms of real technical applicability.
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